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Abstract

This paper introduces an efficient DistilBERT-Attention model for aspect-based sentiment analysis (ABSA), designed
to balance classification accuracy against computational cost. Unlike general sentiment analysis, which assigns a
single polarity to a complete review, ABSA identifies the product aspects discussed within individual sentences or
clauses, such as design, quality, and price, and determines the sentiment polarity expressed toward each of them.
The proposed model combines DistilBERT, a compact transformer encoder, with a modified aspect-focused attention
layer that captures fine-grained sentiment signals efficiently. Experiments were conducted on 3,152 valid textual
reviews, drawn from an initial collection of 3,259 Amazon India reviews of Titan watches published in 2024, across
five aspect categories: design, quality, price, functionality, and comfort. The proposed model achieved an accuracy
of 84.7% and an F1l-score of 0.81. Compared with traditional baselines, it improved accuracy by 13.5 percentage
points over a support vector machine and by 13.9 percentage points over logistic regression. Although BERT-base
achieved a slightly higher accuracy of 86.1%, the proposed model retained approximately 98.4% of BERT-base
accuracy while reducing memory consumption by about 40% and lowering relative processing time from 2.5x to 1.5x.
The main contribution of the proposed model is therefore not absolute superiority over large transformer models,
but an improved balance between accuracy, interpretability, and computational efficiency for resource-constrained
ABSA applications.

Keywords: Aspect-Based Sentiment Analysis; Attention Mechanism; E-Commerce Review; Natural Language
Processing; Deep Learning

1. Introduction

E-commerce websites have become increasingly rich sources of user-generated content, which makes it possible to
capture customer opinions on product quality and service in near real time. Reviews on these platforms often contain
mixed sentiments within a single entry. A customer might, for instance, commend a product’s design while criticizing
its functionality. Traditional sentiment analysis methods assign a single polarity, positive, negative, or neutral, to an
entire review, and therefore fail to capture these nuanced opinions. Aspect-based sentiment analysis addresses this
limitation by recognizing the aspects or features of a product, such as design, price, or battery life, and by determining

*Corresponding Author: Mohammad Nasar (nasar31786@gmail.com)
Received: 01 Mar 2026; Revised: 02 Jun 2026; Accepted: 15 Jun 2026; Published: 31 Aug 2026
© 2026 The Author(s).
This is an open access article licensed under a Creative Commons Attribution-NonCommercial 4.0 International License (CC BY-NC 4.0).
DOI: 10.57159/jcmm.5.4.26653.

16


https://orcid.org/0000-0002-7997-8292
https://orcid.org/0000-0001-8196-380X
https://orcid.org/0000-0003-2845-5675
https://orcid.org/0009-0003-9637-6124
https://orcid.org/0000-0001-8872-1803
mailto:nasar31786@gmail.com
https://creativecommons.org/licenses/by-nc/4.0/
https://doi.org/10.57159/jcmm.5.4.26653

the sentiment associated with each of them. This level of detail enables companies to pinpoint precisely where a
product needs to be improved, how to achieve a better match with customer expectations and market fit, and how to
refine the customer engagement process.

Transformer-based models such as Bidirectional Encoder Representations from Transformers (BERT) and RoBERTa
have achieved strong performance in aspect-based sentiment analysis (ABSA). Their computational requirements,
however, can restrict their use in low-resource, real-time, or business-deployment environments. This paper addresses
that need by proposing a lightweight DistilBERT-Attention model. DistilBERT serves as a compact contextual
encoder, while the attention component highlights the terms most relevant to the target aspect. The objective is not
to outperform all large transformer models in raw accuracy, but to provide a practical ABSA model that maintains
competitive performance while reducing computational cost. In this study, aspect identification is performed through a
transparent rule-assisted process based on keyword matching, frequency analysis, WordNet expansion, dependency
cues, and manual validation on a subset of reviews. The DistilBERT-Attention model is then used for aspect-level
sentiment classification. This distinction is important because the proposed framework combines rule-assisted aspect
detection with a lightweight transformer-based sentiment classifier.

The primary contributions of this research are outlined as follows:

1. To develop a lightweight DistilBERT-Attention-based ABSA model that reduces memory consumption by
approximately 40% while maintaining high classification performance, achieving an accuracy of 84.7% and an
F1-score of 0.81.

2. To provide a balanced evaluation that includes traditional baselines, transformer-based baselines, ablation
experiments, and comparisons with recent ABSA literature.

3. To report aspect-level findings that enable a company to make informed decisions.
4. To visualize attention weights for transparent interpretation of aspect-sentiment relations.

5. To describe a transparent preprocessing, rule-based aspect-identification, and analysis workflow that can be
reproduced when equivalent review data and annotation settings are available.

The remainder of this paper is organized as follows. Section 2 reviews related work in sentiment analysis, ABSA,
and attention-based models. Section 3 describes the methodology, including dataset preparation, rule-assisted aspect
identification, model architecture, and evaluation settings. Section 4 presents the results and analysis. Section 5
discusses the practical implications, limitations, and future directions. Section 6 concludes the paper.

2. Related Work

Prior work has shown the utility of emotion-aware sentiment analysis using social media texts, such as Twitter,
particularly in capturing public responses during health crises [1]. Recent studies have also explored sentiment
classification for e-commerce product reviews using traditional machine-learning models, including Flipkart product
reviews [2] and Amazon product reviews [3]. Recent studies have significantly advanced ABSA methods using attention
mechanisms. Bellar et al. [4] explored deep learning and transformers in e-commerce sentiment analysis. Shi et
al. [5] implemented neural multi-task learning for aspect-level review classification. Dogra and Sudha [6] presented
aspect-specific approaches for customer feedback analysis. Wankhade et al. [7] offered a comprehensive survey of
ABSA challenges, whereas Rana et al. [8] proposed a sentiment mining approach for product reviews. In addition,
Kandhro et al. [9] provided an in-depth review of current ABSA methods and challenges, whereas Chen et al. [10]
used bibliometric and topic modeling techniques to analyze ABSA research trends. Xu and Ibrahim [11] examined
how cross-domain ABSA can improve the customer experience in e-commerce. Shukla and Dwivedi [12] compared
sentiment, aspect-based, and emotion analysis techniques, and Ahmad et al. [13] identified open research challenges in
ABSA with a focus on transformer-based approaches.

The comparative summary in Table 1 positions the present study in relation to recent ABSA and e-commerce sentiment-
analysis research. The reviewed studies show that recent work has increasingly adopted deep learning, attention
mechanisms, and transformer-based models. Many approaches, however, remain computationally demanding, depend
on benchmark datasets, or provide limited discussion of deployment efficiency. The present work addresses this gap by
focusing on a lightweight and interpretable ABSA case study for e-commerce reviews.
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Table 1: Comparative summary of recent ABSA and e-commerce sentiment analysis studies

Study

Methodology used

Key findings

Limitations

Gap addressed by
this study

Bellar et al.

4]

Shi et al. [5]

Dogra and
Sudha [6]

Wankhade et
al. [7]

Rana et al. [§]

Kandhro et al.

(9]

Chen et al.
(10]

Ahmad et al.
[13]

Deep learning and
transformer-based
sentiment analysis for
e-commerce
recommendations

Neural multi-task
learning for aspect-level
customer-review
classification

Aspect-based
customer-feedback
analysis using
attention-based methods

Survey of ABSA
methods and challenges

Sentiment mining in
e-commerce reviews

Review of current ABSA
methods and future
prospects

Bibliometric mapping
and topic modeling of
ABSA research

Comprehensive review
of ABSA and open
challenges

Demonstrated the value
of transformer models
for product-review
sentiment prediction

Improved aspect-level
sentiment modeling
through shared learning

Showed that attention
improves identification
of relevant review
segments

Identified major ABSA
challenges, including
aspect extraction,
sentiment ambiguity,
and domain adaptation

Demonstrated the
usefulness of sentiment
mining for
product-review analytics

Highlighted the
increasing importance of
transformer-based
ABSA

Identified trends and
emerging ABSA
research directions

Emphasized open
challenges in
transformer-based
ABSA, including
robustness and
generalization

Focused mainly on
recommendation-
oriented sentiment
prediction rather than
lightweight ABSA
deployment

Requires more complex
training and may
increase computational
cost

Limited emphasis on
compact transformer
deployment

Survey paper; does not
propose or evaluate a
new lightweight model

Broader sentiment
mining focus, with
limited fine-grained
aspect-level efficiency
analysis

Does not evaluate a
specific lightweight
ABSA model

Does not provide model
implementation or
deployment evaluation

Review-based; no new
experimental lightweight
model

This study focuses on
aspect-level
interpretation and
computational efficiency

This study proposes a
simpler lightweight
architecture suitable for
resource-constrained
settings

This study combines
DistilBERT with
aspect-focused attention
for efficient ABSA

This study provides an
implemented case-study
model addressing
efficiency and
interpretability

This study provides
aspect-level e-commerce
analysis with reduced
computational cost

This study evaluates a
DistilBERT-based
lightweight ABSA model

This study contributes
an applied
efficiency-oriented
ABSA case study

This study addresses the
practical need for
efficient
transformer-based
ABSA in e-commerce

2.1. Sentiment Analysis

Sentiment analysis is the task of automatically identifying opinions, sentiments, emotions, and attitudes expressed in
text documents [14]. In traditional sentiment analysis, a text is judged to carry positive, negative, or neutral sentiment.
Two broad families of methods are used: lexicon-based approaches and machine-learning approaches. Lexicon-based
techniques employ sentiment lexicons, that is, lists of words annotated with their sentiment polarity. These techniques
calculate the overall sentiment of a text by aggregating the sentiment of each word [15]. Lexicon-based approaches are
interpretable and require no labeled training examples, but they tend to perform poorly on context-dependent sentiment
words and on domain-specific vocabulary. Machine-learning techniques, in contrast, classify sentiment from labeled
training data. Traditional machine-learning methods rely on features such as bag-of-words, n-grams, and part-of-speech
tags, combined with classifiers such as support vector machines (SVM), naive Bayes, and maximum entropy [16]. More
recently, deep learning techniques based on convolutional neural networks, recurrent neural networks, and transformer
architectures have delivered state-of-the-art sentiment analysis performance [17, 18]. While these methods are effective
at determining the overall sentiment of a text, they are not designed to capture the subtleties of what is expressed
about a specific aspect of a product or service.

18



2.2. Aspect-Based Sentiment Analysis

Aspect-based sentiment analysis is a specific form of sentiment analysis that goes one level further. It recognizes
not only that sentiment is present, but also which entity or aspect the sentiment refers to, and what the polarity
toward each aspect is. ABSA consists mainly of two tasks: aspect extraction and aspect sentiment classification. Early
research on ABSA tended to adopt rule-based and statistical methods for aspect extraction, such as the extraction of
frequent noun phrases and dependency parsing [19, 20]. These methods identify candidate aspect terms according to
syntactic patterns and frequency. For aspect sentiment classification, early approaches used lexicon-based methods and
machine-learning classifiers with manually engineered features [21, 22]. These approaches typically rely on sentiment
lexicons and on the syntactic relationships between aspect terms and sentiment words.

Deep learning methods have more recently been employed for both aspect extraction and aspect sentiment classification.
Tang et al. [23] proposed a deep memory network to model the relevance of context words with respect to the aspect.
Ma et al. [24] introduced interactive attention networks that learn aspect and context representations jointly. Ma et
al. [25] later combined a bidirectional long short-term memory encoder with an aspect attention module, allowing
the model to attend to different spans of a sentence given an aspect. The SemEval ABSA shared tasks [26, 27] have
contributed significantly to the development and evaluation of ABSA methods by providing benchmark datasets and
standardized evaluation metrics, and participating systems such as that of Hercig et al. [28] illustrate the range of
approaches those tasks attracted.

2.3. Attention Mechanisms

Attention mechanisms have become central to modern natural language processing because they allow a model to assign
different levels of importance to different input tokens when making a prediction. In ABSA, attention is particularly
useful because it helps the model concentrate on aspect-relevant words and phrases [6, 7, 25, 29, 30]. Within ABSA,
attention allows the model to identify which words or phrases matter most for the sentiment expressed toward a given
aspect. Several earlier studies have shown that attention works well for this task. He et al. [29] exploited document-level
knowledge to improve aspect-level sentiment classification, transferring information learned from document-level
sentiment data. Sun et al. [30] reformulated ABSA as a sentence-pair classification task by constructing an auxiliary
sentence for each aspect and fine-tuning a pre-trained BERT model on the resulting pairs. Transformer-based models
such as BERT [18] have more recently been fine-tuned for ABSA tasks and have achieved state-of-the-art performance
[30, 31]. These models use self-attention to capture long-range dependencies within a sentence. These methods achieve
strong results but are computationally intensive, which limits their use in resource-constrained environments. This
paper therefore focuses on designing a lightweight attention-based model that can run with affordable computational
resources while retaining acceptable performance.

3. Methodology

This section outlines the methodology adopted for the proposed ABSA approach, detailing the problem formulation,
data collection and preprocessing, aspect identification, model architecture, training, and optimization. The goal is
to provide a reproducible and robust framework that balances performance against computational efficiency and is
suitable for deployment in resource-constrained environments.

3.1. Problem Formulation

The ABSA task is formulated as a two-step process. For a given review text r and a predefined set of aspect categories
A={ay,a2,...,am}:

1. Aspect extraction: identify which aspects a; € A are mentioned in r. This is treated as a binary classification task
for each aspect, determining presence or absence on the basis of textual cues.
2. Sentiment classification: for each identified aspect a;, classify the sentiment polarity s; € {positive, negative,

neutral} expressed toward a; in 7.

In this case study, five aspects are considered: the design, quality, price, functionality, and comfort of Titan watches.
These aspect categories are derived from both domain experience and a preliminary analysis of the dataset.
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3.2. Data Collection and Preprocessing
3.2.1 Data collection

An initial set of 3,259 Amazon India reviews of Titan watches was collected for the period January 2024 to December
2024. After removing 107 invalid, empty, or media-only entries, 3,152 valid textual reviews remained for preprocessing,
aspect identification, training, validation, and testing. The dataset captures customer opinions on different Titan
watch models, including analog and chronograph watches. Non-textual media such as images and videos were excluded
because the present study focuses only on textual ABSA. The reviews were scraped using a custom Python script
based on the BeautifulSoup library to obtain data from Amazon’s product review pages. Scraping was conducted
ethically, following responsible practices such as rate limiting and compliance with Amazon’s terms of service. Most of
the collected data are in raw review text format, with some entries carrying attached media in the form of images or
videos, which were ignored in this study because they are non-textual.

3.2.2 Data preprocessing

The preprocessing stage comprised the following steps, aimed at ensuring the quality of the raw review texts. First,
missing or invalid entries were removed, which involved the elimination of 107 reviews with missing or empty text fields,
leaving 3,152 valid reviews. Records containing only media or negligible text were removed in the same pass. Second,
text cleaning removed HTML tags, URLs, emojis, and non-ASCII characters using regular expressions; entries carrying
the message “The media could not be loaded” were also removed. Third, text normalization was applied: all text
was converted to lowercase to remove case sensitivity, punctuation was removed using Python’s string.punctuation,
and extra whitespace was stripped. Contractions were expanded using the contractions library to ensure consistent
tokenization. Fourth, short reviews were filtered out, removing reviews with fewer than three words after cleaning,
since these are unlikely to carry aspect-specific information. Fifth, tokenization and lemmatization were performed
using the DistilBERT tokenizer from the transformers library together with the WordNet lemmatizer from NLTK,
which reduces words to their base form.

The pruned collection contained 3,152 reviews. Review length statistics are summarized in Table 2. The mean review
length was 76.14 words with a standard deviation of 99.54 words, and lengths ranged from a minimum of 9 words to a
maximum of 1,144 words, which indicates a wide range of review verbosity.

Table 2: Review length statistics

Statistic Value
Count 3,152
Mean 76.14
Standard deviation 99.54
Minimum 9
25th percentile 25
50th percentile 46
75th percentile 91
Maximum 1,144

3.3. Aspect Identification

A combined procedure of keyword matching and frequency analysis, supported by manual annotation of a subset of the
data, was used to extract the features mentioned in the reviews.

1. Frequency analysis: high-frequency nouns and noun phrases were extracted from the preprocessed reviews using
part-of-speech tagging and chunking in NLTK. This yielded frequently used terms related to watch attributes
such as “design,” “quality,” and “battery.”

2. Aspect category construction: on the basis of the frequency analysis and domain knowledge of watch reviews, five
aspect categories were constructed, each with an associated keyword set:

e Design: design, look, appearance, style, color, dial, looking.
e Quality: quality, build, durability, material, glass, strap, band, leather.

e Price: price, value, cost, worth, money.
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e Functionality: function, feature, battery, time, accuracy, display, date.

e Comfort: comfort, weight, size, fit.

3. Keyword matching: keyword matching with word-boundary constraints, for example \bprice\b, was applied
through Python’s re module in order to identify aspect terms correctly while avoiding false positives such as
“priceless.” Synonyms and related terms were added through WordNet to extend the keyword sets, for example
“cost” and “expense” for the price keyword.

4. Validation: the aspect identification component was evaluated against a manually annotated subset of 100 reviews
and obtained a precision of 92% and a recall of 87%. False positives were mainly attributable to ambiguous terms,
such as “look” used as a verb rather than a noun, and false negatives to implicit mentions, such as “heavy on
wrist” for comfort. To address this, dependency parsing with spaCy was added to detect implicit aspect mentions,
and recall increased by 5 percentage points.

The aspect identification pipeline was applied to all 3,152 reviews and identified at least one aspect mention in 2,286
of them, that is, 72.5%. Table 5 presents the distribution of aspect mentions across the five categories. The data
confirm frequent mentions of aspects such as price, for example “value for money,” and design, for example “looks
classy,” consistent with the documented distribution.

3.4. Attention-Based ABSA Model
3.4.1 Model architecture

The proposed model combines a lightweight DistilBERT encoder with a custom attention mechanism to perform
aspect-based sentiment analysis, as depicted in Figure 1.

[ Review Text Input ]

Y
[ DistilBERT Encoder]

[Text Embeddings} Aspect Input

e

[Aspect Attention Mechanist

Attention Weights Context Vector

[ Sentiment Classifier ]

Sentiment Prediction
(Positive/Neutral/Negative)

Figure 1: Architecture of the attention-based ABSA model.

The architecture comprises three components:

e Text encoder: DistilBERT, a distilled version of BERT with 6 transformer layers and 66 million parameters, is
used to generate contextual embeddings [32], H = {hy, ha, ..., h,} € R"¥4 where n is the sequence length, up to
64 tokens, and d = 768 is the embedding dimension. DistilBERT was chosen for its 40% reduction in memory
usage and 60% faster inference compared with BERT-base, which makes it suitable for resource-constrained
settings.
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Aspect attention mechanism: a custom attention layer computes weights that focus on the text segments relevant
to a given aspect. Each aspect a; is represented as a one-hot vector v; € R4, transformed into a dense embedding
e; € R? through a learnable matrix W, € RI4I*?¢ The attention mechanism computes scores as follows:

score; = Wy - tanh(Wph; + Wee;) (1)

where W, € R? and W), W, € R?™4 are learnable parameters, and h; is the embedding of the j-th token. Scores
are normalized using the softmax function:

exp(score;)

(2)

aj =
T Y exp(scorey,)

The context vector is computed as a weighted sum:

C; = Zajhj (3)
j=1

This mechanism ensures that the model attends to aspect-specific words, such as “leather” for quality, as confirmed
by the attention visualizations. Figure 2 shows the flow from text embedding to attention-weighted context
vectors.

Sentiment classifier: a two-layer feed-forward neural network with 256 and 128 neurons and ReLU activation
takes the context vector ¢; and predicts the sentiment polarity s; € {positive, neutral, negative}. Dropout with
a rate of 0.3 is applied to prevent overfitting.

Input Review
“The quality of the leather strap is excellent and durable.”

DistilBERT Aspect Embedding
[CLS], the, quality, ..., [SEP) Tokenization & Embeddings v; — e; € BT vi: one-hot vector
H = {hy,hs,... hn} € BT (quality™ aspect)
—

Attention Mechanism
scorej = W - tanh(Wyh; + Weey)

s exp(score; )
' T 37, explscores)

[ —
eichial ¢ ambadd Context Vector
eighted sum of embeddings n
o= Zj:1 ajh;
—_—

Sentiment Classifier
(FFNN: 256, 128 neurons)
Output: {positive, nentral, negative}

Figure 2: Detailed schematic of the aspect attention mechanism.

3.4.2 Training and optimization

The model was trained on a single NVIDIA V100 GPU with 16 GB of memory, using the following hyperparameters,
optimized through a grid search over learning rates {1 x 107°,2 x 107°,3 x 10~°} and batch sizes {8,16}:

Batch size: 8, constrained by GPU memory, balancing gradient stability against training speed.

Mazximum sequence length: 64 tokens, set against the median review length of 46 words reported in Table 2.
Longer reviews were truncated and shorter ones were padded.

Learning rate: 2 x 1072, selected to ensure stable convergence with DistilBERT.

Optimizer: AdamW with weight decay A = 0.01 to regularize the model.
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e Loss function: weighted cross-entropy loss was used to reduce the effect of sentiment imbalance in the aspect-level
labels. The aspect-level label distribution contains positive, neutral, and negative labels, and the positive class is
non-empty. The loss is defined as

L=- Zw&' 1ng(8i | xvai) (4)

i=1

where wg, is the class weight assigned to the sentiment label of aspect instance i.

e FEpochs: 5, with early stopping based on validation loss, using a patience of 2 epochs to prevent overfitting.

e Data split: the dataset was split into 70% training (2,206 reviews), 15% validation (473 reviews), and 15% test
(473 reviews), using stratified sampling to maintain the sentiment distribution.

To address resource constraints, the following optimizations were implemented:

e Gradient accumulation: gradients were accumulated over 4 steps to simulate a larger batch size, improving

training stability.

o Mized-precision training: NVIDIA’s Apex library was used to reduce memory usage by 30% without sacrificing
accuracy.

e Layer freezing: the first four transformer layers of DistilBERT were frozen, and only the upper two layers together

with the attention layer were fine-tuned. This reduced training time by 25%.

The training data were augmented with synthetic examples created through back-translation, English to Hindi and back,
using the MarianMT model from the transformers library. This augmented the training set by 10%, corresponding to
220 additional reviews, and increased robustness to the linguistic variation present in the data, such as transliterated
Hindi phrases of the form “look bahut accha hai,” meaning “the look is very good.”

3.4.3 Evaluation metrics

The model was evaluated using accuracy, precision, recall, and F1-score, calculated per aspect and macro-averaged
across all aspects, so that each aspect contributes equally regardless of how often it is mentioned. For aspect extraction,
precision and recall are reported on the manually annotated subset of 100 reviews described in Section 3.3. The test
set was used to report final performance, ensuring unbiased evaluation.

3.4.4 Baseline models

To contextualize performance, the proposed model was compared against the following baselines:

o SVM with TF-IDF: a traditional machine-learning baseline using bag-of-words features.
e Logistic regression: a second traditional baseline with TF-IDF features.
e BERT-base-uncased: a transformer-based baseline with 110 million parameters, fine-tuned on the same dataset.

Hyperparameters for the baselines were tuned using grid search, for example C' € {0.1,1,10} with a linear kernel for
the SVM. All models were evaluated on the same test set, with results reported in Table 3.

3.4.5 Implementation details

The model was implemented in PyTorch 1.9.0 with the transformers library from Hugging Face. Training took
approximately 3 hours on the V100 GPU, with inference time averaging 50 ms per review on a CPU (Intel Xeon, 2.4
GHz). The data file was used to validate that the preprocessing and aspect identification steps handle the raw review
text correctly, with manual checks confirming the presence of aspect-related keywords such as “dial,” “leather,” and
“value.”
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4. Results and Analysis

This section presents a comprehensive analysis of the proposed DistilBERT-Attention model, quantifying its performance,
comparing it with baseline systems, providing ablation studies, and visualizing attention qualitatively. All reported
statistics, namely accuracy, precision, recall, and F1-score, were computed on the held-out test set.

4.1. Model Benchmarking

The internal baseline comparison is summarized in Table 3. To avoid overstating the contribution, the proposed model
is not presented as more accurate than BERT-base. It is instead presented as a compact alternative that retains most of
the BERT-base performance while using fewer computational resources. Recent ABSA studies are discussed in Section
2, but their numerical results are not treated as directly comparable because they use different datasets, annotation
schemes, domains, and evaluation protocols.

Table 3: Comparative performance of ABSA models

Model Accuracy (%) F1 Precision Recall Relative time*
SVM (TF-IDF) 71.20 0.68 0.70 0.69 1x
Logistic regression 70.80 0.67 0.69 0.68 1x
BERT-base-uncased [18, 30, 31] 86.10 0.81 0.84 0.82 2.5x
Proposed (DistiIBERT-Attention) 84.70 0.81 0.83 0.81 1.5x

* Relative to the training time of the SVM baseline on the same hardware.

The proposed model provides a practical performance-efficiency trade-off. It outperforms the SVM by 13.5 percentage
points and logistic regression by 13.9 percentage points in accuracy. BERT-base remains slightly more accurate, by
1.4 percentage points; the proposed model nevertheless retains approximately 98.4% of BERT-base accuracy while
reducing memory use by about 40% and lowering relative processing time from 2.5x to 1.5x. The primary contribution
is therefore efficiency and interpretability rather than absolute state-of-the-art accuracy.

4.2. Ablation Study

An ablation study was performed to measure the impact of each architectural element. The results across the
configurations of the proposed framework are presented in Table 4.

Table 4: Ablation study of the proposed DistilBERT-Attention model

Configuration Accuracy (%) F1 AF1
DistilBERT (base, no attention) 82.1 0.78 -

DistilBERT + aspect embedding 83.2 0.79 +0.01
Proposed DistilBERT-Attention model 84.7 0.81 +0.03

As shown in Table 4, adding the aspect embedding improves macro-F1 from 0.78 to 0.79, and the proposed attention
mechanism increases macro-F1 further to 0.81. The attention layer therefore contributes a 0.02 macro-F1 gain over the
aspect-embedding configuration, and the two additions together contribute 0.03 over DistilBERT without attention,
while preserving the lightweight design.

4.3. Aspect Coverage and Distribution

The rule-assisted aspect-identification component detected at least one predefined aspect in 2,286 of the 3,152 valid
reviews, representing 72.5% of the valid textual dataset. Figure 3 displays the distribution of detected aspect mentions,
and Table 5 summarizes the aspect coverage.

Price was the most commonly mentioned aspect, followed by design and quality. Customers therefore appear to treat
the price of Titan watches as the most salient value proposition, evaluated alongside related considerations such as
quality, style, and appearance.
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Aspect Distribution in Titan Watch Reviews

800 -
479
297
149
Price Design Quality Functionality Comfort
Aspect

Figure 3: Aspect distribution in Titan watch reviews.

Table 5: Aspect coverage in reviews

Aspect Mentions Percentage
Price 715 22.7%
Design 646 20.5%
Quality 479 15.2%
Functionality 297 9.4%
Comfort 149 4.7%

Counts are aspect mentions, expressed as a percentage of the 3,152 valid textual reviews.
4.4. Sentiment Distribution

Aggregated across all aspect mentions, the sentiment distribution was 30.5% negative, 62.0% neutral, and 7.5% positive.
The distribution varied appreciably by aspect, as summarized in Figure 4 and Table 6.

Sentiment Distribution by Aspect
100 4

90
80 -
70 A
60
50
40 1

Percentage (%)

301
201
10 A

0 .
Design Quality Price Functionality Comfort
Aspect

[- Positive 3 Neutral =] Negative]

Figure 4: Sentiment distribution by aspect.

Functionality shows the highest negative proportion, particularly around date, time, accuracy, and battery-related
terms. Price shows the lowest negative proportion overall, and design the lowest among the product-attribute aspects,
which indicates that aesthetic appeal is a relative strength. Comfort-related mentions are mixed, with comments
on weight and size often expressing neutral or moderately negative sentiment. These results are consistent with the
visualization in Figure 4.
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Table 6: Sentiment distribution by aspect

Aspect Negative Neutral Positive
Design 24.5% 68.0% 7.5%
Quality 384%  54.1% 7.5%
Price 20.7% 71.8% 7.5%
Functionality 51.2% 41.3% 7.5%
Comfort 37.3% 55.2% 7.5%

4.5. Aspect Co-Occurrence

Aspect-pair frequency analysis, shown in Figure 5, revealed strong co-mentions between design and quality (162 reviews),
design and price (125 reviews), and price and quality (90 reviews). This pattern indicates that customers tend to
evaluate cost in relation to perceived aesthetic and build quality.

Aspect Co-occurrence in Reviews
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0
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Quality -] 68 38 2
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°
o)
o
£
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Price - 41 47 g
80 2
2
>
o
60 ©°
Functionality - 73 68 41 — 21 8
£
=4

I 40

Comfort - 69 38 47 21 - F 20

1 | | | 1 —0
Design Quality Price Functionality Comfort

Figure 5: Aspect co-occurrence in reviews.

4.6. Keyword Analysis

Table 7 lists the most frequent aspect-related keywords. Collectively they indicate what customers care about most:
design, construction, condition, and customer value. In the design aspect, for example, customers frequently mention
the look, the dial, and the color of the watches.

4.7. Attention Analysis

To illustrate how the model classifies aspects, the attention distribution for a representative review is shown in Figure
6. Weight shifts to the span linked to the queried aspect: “looks” and “classy” for design, “date,” “function,” and
“inaccurate” for functionality, “leather” and “strap” for quality, “feels” and “heavy” for comfort, and the closing phrase
“for the price” for price.
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Table 7: Top keywords by aspect, with frequency and dominant polarity

Design Quality Price Functionality Comfort

look (228, 80% quality (325, 60% money (406, 70% date (160, 65% weight (73, 55%
neutral) negative) neutral) negative) neutral)

looking (196, 75% leather (102, 50% value (317, 75% time (133, 60% size (59, 60% neutral)
neutral) negative) neutral) negative)

dial (185, 70% strap (98, 55% price (236, 65% function (21, 70% fit (15, 50% neutral)
neutral) negative) neutral) negative)

design (70, 70% band (32, 55% worth (137, 70% battery (17, 65% comfort (7, 50%
neutral) negative) neutral) negative) neutral)

color (45, 70% glass (21, 55% cost (14, 65% neutral)  accuracy (10, 60%

neutral) negative) negative)

watch

looks

classy

but

the

date

function

is

inaccurate [EESEE—.

Tokens in Review

and

Design Functionality Quality = Comfort Price
Aspects

Figure 6: Attention weight visualization for different aspects.

4.8. Error Analysis

To uncover systemic error patterns and identify potential refinements, the misclassifications were examined. The main
sources of error were:

1. Ambiguous language (40%): for example, “The watch is fine,” predicted neutral, actual positive.

2. Multiple aspects (35%): for example, “Great design but poor battery,” where design and functionality sentiments
were confused.

3. Implicit sentiment (25%): for example, “Battery dies quickly,” where the negative tone was missed.

4.9. Statistical Validation

For statistical validation, the dataset was randomly split ten times using the same 70/15/15 train, validation, and test
proportions and stratification by aspect-level sentiment labels. For each split, the proposed model and BERT-base were
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trained and evaluated under the same preprocessing and evaluation protocol. A two-tailed paired t-test across the ten
test-set scores produced p = 0.041 for accuracy and p = 0.038 for F1. These results indicate a statistically detectable
difference between the two models. Because the dataset is single-domain and relatively small, however, the finding
should be interpreted cautiously, as evidence for this case study rather than as a universal ABSA performance claim.

5. Discussion

5.1.

Implications for E-Commerce

The proposed ABSA method offers useful implications for e-commerce platforms and product suppliers. By learning
what customers consider important and how they feel about each attribute, companies can make data-driven changes
to improve their products and their marketing. For Titan watches in particular, the implications arising from this
study are as follows:

5.2.

. Improve watch functionality. Functionality carried the most negative sentiment, so time accuracy, date functions,

and battery life should be prioritized.

. Strengthen quality control. Durability, materials, and build quality, particularly for straps and glass, attracted a

disproportionate share of negative comments.

. Reconsider pricing strategy. Although price was the most frequently mentioned aspect, it carried a comparatively

small share of negative sentiment. Customers are therefore broadly satisfied with the value for money they receive,
and there is room to raise the price-quality ratio through targeted quality improvement.

. Build on design strengths. Design attracted the least negative sentiment of all the product-attribute aspects and

is therefore a relative strength. Marketing and product development efforts may usefully be directed toward
aesthetics.

Advantages of Attention Mechanisms for ABSA

The findings show the value of attention mechanisms in ABSA in several respects:

5.3.

. Aspect-specific focus. The model’s attention shifts to different parts of the text depending on the aspect under

consideration, which improves both accuracy and interpretability.

. Handling of long reviews. The attention mechanism can reference any region of the text, so it handles long

reviews without losing informative content.

. Interpretability. Attention weights indicate which part of the text contributed to a sentiment prediction, which

makes the model more transparent and more trustworthy.

. Efficiency. The lightweight implementation based on DistilBERT, together with the selected hyperparameter

setting, allows the model to run in resource-limited settings at acceptable performance.

Limitations and Future Work

Several limitations of the present approach can be addressed in future work:

1. Limited aspect coverage. The study focuses on five predefined watch-related aspects. Customers may discuss

other attributes that are not captured by these categories. Future work should explore unsupervised or weakly
supervised aspect discovery to expand aspect coverage.

Rule-based aspect detection. Aspect detection relies mainly on keywords, WordNet expansion, dependency
cues, and limited manual validation. Although this makes the pipeline transparent, it may miss implicit or
domain-specific aspect mentions. Future work should evaluate learned aspect-extraction models and compare
them with the rule-assisted approach.

Sentiment-labeling limitations. The sentiment labels are derived through a mixture of rule-based, model-assisted,
and manually checked procedures. A larger human-annotated dataset would provide stronger evidence and allow
more reliable benchmarking against ABSA-specific transformer models.
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4. Domain dependence. The analysis is limited to Titan watch reviews from Amazon India. The results should
therefore be interpreted as a single-domain e-commerce case study. Future work should test the model across
different products, platforms, languages, and benchmark ABSA datasets.

5. Reproducibility constraints. The paper describes the preprocessing and modeling workflow, but a public code
repository and a released dataset are required for full reproducibility. Future versions of the work should include
the complete annotation protocol, source code, and a shareable dataset where platform terms and privacy
constraints permit.

6. Conclusion

This study presented a lightweight DistilBERT-Attention framework for aspect-based sentiment analysis of e-commerce
product reviews. The work contributes a compact ABSA architecture, a transparent rule-assisted aspect-identification
pipeline, an aspect-focused attention mechanism, and a detailed case study on Titan watch reviews. The experiments
were conducted on 3,152 valid textual reviews drawn from an initial collection of 3,259 reviews. The proposed model
achieved 84.7% accuracy and an Fl-score of 0.81. It improved accuracy by 13.5 percentage points over the SVM baseline
and by 13.9 percentage points over logistic regression. Although BERT-base achieved a slightly higher accuracy of 86.1%,
the proposed model retained approximately 98.4% of BERT-base accuracy while reducing memory consumption by about
40% and relative processing time from 2.5x to 1.5x. The practical significance of the model lies in its balance between
performance, efficiency, and interpretability. Attention analysis shows that the model can emphasize aspect-relevant
terms, while the reduced computational cost makes it more suitable for resource-constrained e-commerce analytics
systems than full-scale transformer models. The study also has limitations. The aspect-identification component is
mainly rule-based, the dataset comes from a single product domain, and the sentiment-labeling process would benefit
from larger-scale human annotation. Future research should evaluate the model on public ABSA benchmarks, compare
it with stronger recent transformer baselines such as RoOBERTa, DeBERTa, and instruction-based ABSA models, release
a complete reproducibility package, and extend the framework to cross-domain and multilingual e-commerce reviews.
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