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Abstract

Urbanization and freshwater stress are intensifying pressure on conventional food systems, motivating closed-
environment production. This Short Communication specifies a sensor-driven architecture for hydroponic nutrient
film technique (NFT) leafy-green production, comprising an in-situ sensing layer, a three-tier Internet of Things
(IoT) data path, and a gradient-boosted decision-tree (GBDT) scheduler. The architecture is evaluated in a coupled
lettuce-growth and room-climate simulator built on the Van Henten crop model. Three controllers were compared
over a single 14-day trajectory under one fixed seed. The GBDT scheduler holds the room inside the target envelope
75.8 percent of the time at 91.3 kWh per day, against a rule-based hysteresis baseline (15.6 percent, 140.1 kWh per
day) and a Ziegler-Nichols-tuned proportional-integral-derivative (PID) reference (77.9 percent, 96.8 kWh per day).
On a combined cost J = 10(1− a) + 0.05E, the scheduler reduces the hysteresis cost by 55 percent, while it and
the tuned PID differ by 1.0 percent (6.98 against 7.05), a gap a single replicate cannot resolve. Reported predictor
coefficient-of-determination values describe in-distribution quality on simulator-generated data, not generalization to
physical sensors. Avoiding a per-installation relay auto-tune step is the design rationale and is not tested here.
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1. Introduction

Urban populations continue to grow. The United Nations 2025 Revision of the World Urbanization Prospects reports
that approximately 45 percent of the world’s 8.2 billion people live in cities, with a further 36 percent in towns and
semi-dense areas [1]. The 2025 Revision applies the Degree of Urbanisation (DEGURBA) geospatial methodology, so
its figures are not directly comparable with pre-2018 urban-share statistics. The Food and Agriculture Organization
reports in parallel that the production base for food is under acute stress, with irrigation accounting for roughly 70
percent of global freshwater withdrawals and large portions of arable land showing degradation [2]. Together these
motivate closed-environment alternatives that produce food close to the consumer with reduced water and land per
unit yield [3, 4].

Vertical farming here means multi-tier indoor cultivation under fully controlled conditions, typically hydroponic and
artificially lit. For leafy greens, hydroponic and plant-factory production deliver large water and land advantages and
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competitive total energy efficiency against field and many greenhouse comparators, at the cost of higher purchased
electricity, with the carbon impact gated by the local grid mix [5–7]. Kozai, Niu, and Takagaki [8] give the field-standard
reference on plant factory design, and SharathKumar et al. [9] describe vertical farming as a shift in the locus of crop
optimization from genetics to environment.

Control inside such a facility is not trivial: set-points for temperature, relative humidity, vapor pressure deficit, CO2,
nutrient solution electrical conductivity (EC), pH, dissolved oxygen, and light spectrum and intensity interact, and the
optimum is crop-specific and stage-specific. An IoT-class sensing and control layer of the kind surveyed by Tzounis et
al. [10] and implemented by Tatas et al. [11] and Rofiansyah et al. [12] makes the state observable and the actuators
addressable. Gradient-boosted decision trees [13, 14] suit the tabular, mixed-frequency, missing-value-tolerant data
such installations produce [15]. Adesanya et al. [16] tune greenhouse HVAC PID gains by deep Q-learning and report
energy savings against both on/off and Ziegler-Nichols control, which establishes the tuned-PID reference used here as
a recognized comparator.

This Short Communication specifies the architecture (Section 2), implements a coupled simulator on the Van Henten
[17] crop model and evaluates the proposed scheduler against two comparators, a rule-based hysteresis baseline and
a Ziegler-Nichols-tuned PID reference (Sections 2.5 and 3), and situates the resulting energy numbers against the
published resource envelope for plant factories and greenhouses (Section 4). Sections 5 and 6 give the limitations and
the conclusions.

2. System Architecture

2.1. Cultivation Substrate and Operating Envelope

NFT is selected as the hydroponic substrate. The choice is a design decision rather than a literature-derived optimum:
NFT requires modest water volumes per plant, is mechanically simple to maintain, and tolerates a wide range of
operator skill levels. The architecture is not deeply coupled to NFT and can be adapted to deep-water culture or
aeroponic configurations with corresponding changes to the dissolved oxygen and nutrient-recirculation subsystems.
Figure 1 presents it as a three-tier IoT layering of perception, network, and application.

Table 1 gives the operating envelope assumed for short-cycle leafy greens (lettuce, basil, leafy brassicas), using
conventional plant-factory values. It serves as both the target envelope for the controllers evaluated in Section 3 and
the design default for the simulator described in Section 2.5.

Table 1: Operating envelope for short-cycle leafy greens in NFT, used as design defaults.

Variable Range or target Notes

Air temperature 20 to 24 ◦C (day), 16 to 20 ◦C (night) Cool-season leafy-green default
Relative humidity 60 to 75 % Targeted through VPD control
Vapor pressure deficit (VPD) 0.6 to 1.2 kPa Avoids tipburn and condensation
CO2 concentration 800 to 1200 ppm Daytime enrichment
Photoperiod 14 to 18 h Crop and stage dependent (16 h used here)
PPFD at canopy 200 to 300 µmol m−2 s−1 Indicative; spectrum and intensity tuned to crop
Nutrient solution EC 1.2 to 2.0 mS cm−1 Leafy-green range
Nutrient solution pH 5.5 to 6.5 Continuous monitoring
Dissolved oxygen ≥ 6 mg L−1 Root-zone aeration

2.2. Sensing Layer

The sensing layer comprises in-situ probes for the variables in Table 1, with placement, sampling rate and accuracy
targets following [10] and the hydroponic implementations in [11] and [12]. Temperature and relative humidity are
sampled at multiple canopy heights; EC and pH continuously in the recirculation manifold; dissolved oxygen in the
reservoir return; CO2 in the room atmosphere; PPFD at canopy level on a representative tier. All sensors expose
calibration metadata, and uncalibrated readings are flagged at ingest rather than silently fused into the control loop.
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Figure 1: System architecture of the smart vertical farming installation, showing the three-tier IoT layering. Blue
arrows carry sensor readings (state); red arrows carry actuator commands (set-points). The gateway holds the last
known good set-point vector if the application layer becomes unreachable, so that loss of the scheduler does not
propagate into uncontrolled cultivation conditions.

2.3. Data Path

The data path follows the three-tier layering set out by Tzounis et al. [10]. Sensor nodes report to a local gateway over
a low-power wireless protocol, and the gateway timestamps, buffers and forwards to a server hosting the time-series
store, the configuration registry and the scheduler. Actuator commands traverse the same path in reverse, and local
fail-safes hold the last known good set-points if the server becomes unreachable.

2.4. Scheduler

The scheduler translates the state of the cultivation room and the crop schedule into set-point trajectories. Its inputs are
tabular (current and lagged sensor values, time-of-day and stage-of-crop features, recent actuator commands), which is
why a gradient-boosted decision tree suits the problem. LightGBM [13] is the algorithm specified, with hyperparameter
ranges drawn from the project documentation [14]. In the simulation study the functionally equivalent histogram-based
gradient boosting regressor from scikit-learn is used in its place, since it belongs to the same algorithmic family and
avoids an external dependency; the architectural specification is unchanged.

The scheduler learns a one-step state predictor, mapping the current state and a candidate action to the predicted next
state, and uses it to evaluate a small set of candidate set-point vectors at each control tick; the lowest-cost candidate is
applied. The cost minimized at each tick is the expression used for evaluation in Section 3.2, with the same envelope
weight wenv = 10, the same energy weight λ = 0.05 kWh−1 and the same normalization of envelope distance, so the
controller optimizes exactly the quantity on which it is later scored. Representative hyperparameters are a learning
rate of 0.1, 150 boosting iterations, 31 leaves per tree and L2 regularization of 0.1. Algorithm 1 gives the outer-loop
pseudocode.

2.5. Simulation Environment

A coupled simulation environment was implemented to evaluate the scheduler against baselines under reproducible
conditions. Two component models are integrated at a five-minute time step. The room-climate model is a lumped-
parameter heat-and-moisture balance for a 100 m3 cultivation room with 50 m2 canopy area, with envelope heat
exchange, transpiration as a moisture and latent-heat source, LED waste heat, and active heating, cooling, humidification
and CO2 injection as control inputs. The plant model is the lettuce growth model of Van Henten [17], implemented as
a two-state biomass system (structural and non-structural dry weight) with gross photosynthesis driven by PPFD,
CO2 and temperature, and maintenance respiration following a Q10 coefficient.
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Algorithm 1. Scheduler outer loop (pseudocode).

1: loop every ∆t (5 min):
2: s ← read_current_state() // sensors via gateway
3: if any sensor flagged uncalibrated: hold_last_good_setpoints(); continue
4: g ← lookup_target_envelope(crop, stage, time_of_day) // Table 1
5: for each candidate set-point vector u in feasible_set:
6: sˆ ← GBDT.predict(s, u)
7: cost(u) ← w_env · envelope_distance(sˆ, g) + λ · energy_cost(u)
8: u* ← argmin_u cost(u)
9: apply_setpoints(u*); log(s, u*, t)
10: end loop

Training data for the predictor was generated by running the simulator under randomized control actions for three
14-day episodes, yielding approximately 12,000 state-action-state tuples across four learned output channels: the
per-step changes in air temperature, relative humidity, CO2 concentration and structural biomass.

Three controllers were compared. The rule-based hysteresis baseline switches actuators on and off as readings cross
the Table 1 bounds, and is included as a lower bound representing unsophisticated but closed-loop operation. The
Ziegler-Nichols-tuned PID controller is a standard and reproducible reference rather than best-in-class practice, since
Ziegler-Nichols is a quarter-amplitude-decay design known to give an aggressive, oscillatory response and a facility
running better-tuned loops would present a stronger comparator. The third is the proposed GBDT scheduler.

The PID reference comprises three independent loops on air temperature, relative humidity and CO2. Ultimate gain
(Ku) and ultimate period (Tu) were measured by relay auto-tune with the other channels held at envelope center:
Ku = 400 W K−1 and Tu = 900 s for temperature, Ku = 120 W per percent RH and Tu = 600 s for humidity,
Ku = 0.08 ppm min−1 per ppm and Tu = 400 s for CO2. Classical Ziegler-Nichols gains (Kp = 0.6Ku, Ki = 1.2Ku/Tu,
Kd = 0.075KuTu) were applied with anti-windup by integrator clamping.

Every controller was evaluated on the same single 14-day trajectory. One random seed drives the outside-temperature
sequence and every other stochastic element, and that seed is held fixed across all three controllers, so the runs
differ only in control policy and not in the realized disturbance [18]. This design isolates controller effects within
the trajectory, but it produces one observation per controller and therefore no sampling distribution: no standard
deviations, confidence intervals or paired tests are reported below, and differences small enough to fall within run-to-run
variability are treated as ties rather than as ranked outcomes. Replication across independent seeds is the first item
of required future work identified in Section 5. Reporting otherwise follows the STRESS guidelines for empirical
simulation studies [19].

3. Results

3.1. Predictor Accuracy

The trained predictor was evaluated on a held-out partition of 15 percent of the training tuples. Coefficient-of-
determination values were 0.999 for the air-temperature delta, 0.985 for the relative-humidity delta, 0.997 for the CO2
delta and 0.878 for the structural-biomass delta. The lower biomass value reflects the small per-step change in that
quantity at a five-minute cadence; in absolute mean-absolute-error terms the biomass channel is the smallest of the
four. These figures describe in-distribution prediction quality on data generated by the same simulator used for the
controller evaluation in Section 3.2, not generalization to physical sensor readings. Accuracy on the climate channels is
nonetheless sufficient to support a five-minute receding-horizon search without compounding error materially within a
tick.

3.2. Controller Comparison

All three controllers were run for 14 simulated days on the evaluation trajectory of Section 2.5. Three metrics were
computed: envelope adherence, the fraction of time during which air temperature, relative humidity, VPD and CO2
were simultaneously inside their Table 1 bounds; energy consumption, summed across heating, cooling, humidification,
CO2 injection and LED lighting; and a combined cost.

J = wenv (1− a) + λE, wenv = 10, λ = 0.05 kWh−1 (1)
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Here a is envelope adherence as a fraction and E is daily energy in kWh. The envelope term carries a weight an order
of magnitude above the energy term, so a controller cannot purchase adherence failures with energy savings. Table 2
reports the metrics and Figure 2 presents the same values as bar charts.

Table 2: Controller comparison over the 14-day simulated evaluation trajectory. Lower combined cost is better.
Combined cost is J = 10(1− a) + 0.05E as defined above. Values are from a single replicate under a fixed seed.

Controller Envelope adherence (%) Energy (kWh per day) Combined cost J

Rule-based hysteresis (baseline) 15.6 140.1 15.45
Ziegler-Nichols-tuned PID (reference) 77.9 96.8 7.05
GBDT scheduler (proposed) 75.8 91.3 6.98

Figure 2: Controller comparison over the 14-day simulated evaluation. (a) Envelope adherence (left axis, solid bars)
and daily energy consumption (right axis, hatched bars) for the three controllers. (b) Combined cost, where lower is
better. The proposed GBDT scheduler reaches 75.8 percent envelope adherence at 91.3 kWh per day, against 15.6
percent and 140.1 kWh per day for the rule-based hysteresis baseline and 77.9 percent and 96.8 kWh per day for the
tuned PID reference.

The hysteresis baseline is dominated on all three metrics: the GBDT scheduler reduces the combined cost against it
by approximately 55 percent. Against the tuned PID reference the picture is a tie. PID leads slightly on adherence
(77.9 against 75.8 percent), the GBDT scheduler leads on daily energy (91.3 against 96.8 kWh per day, a 5.7 percent
reduction), and the combined cost differs by 1.0 percent (6.98 against 7.05). A single-replicate design cannot resolve a
gap of that size, and no claim of superiority over the tuned PID reference is made on the basis of it.

Final structural dry weight at day 14 ranged from 4.2 to 7.2 g m−2 across the three controllers. These are early-cycle
values in a crop running 30 to 45 days, reported as an internal-consistency check on the coupled model rather than as a
yield comparison.

The honest reading is not that the GBDT scheduler dominates best-in-class practice, but that it matches a tuned PID
reference on the combined objective at a modest energy advantage. Ziegler-Nichols tuning assumes a relay auto-tune
step that is feasible at commissioning but must be repeated whenever room geometry, actuator hardware or crop
changes, whereas the GBDT scheduler infers its policy from logged tuples. Avoiding that manual step is the design
rationale for the approach. It is not tested here: doing so would require varying room geometry or actuator configuration
and re-tuning only the PID reference, and is identified as required future work.

4. Resource Envelope in the Published Literature

Situating the simulator’s energy numbers against the published resource envelope gives a check on plausibility. Figures
below are attributed to their primary sources, with the fresh-weight (FW) and dry-weight (DW) bases kept distinct,
since leafy greens are roughly 95 percent water by mass and the two differ by roughly an order of magnitude.
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Barbosa et al. [5] report, for hydroponic lettuce, water use of 20± 3.8 L kg−1 FW yr−1 and yield density of 41± 6.1 kg
m−2 yr−1, against 250± 25 L kg−1 FW yr−1 and 3.9± 0.21 kg m−2 yr−1 for the field benchmark, at an energy input of
90,000± 11,000 against 1,100± 75 kJ kg−1 FW yr−1: 11± 1.7 times the yield for 82± 11 times the energy. Graamans et
al. [6], modeling lettuce across three climate zones, report plant-factory purchased electricity of approximately 247 kWh
kg−1 DW against 70 to 211 kWh kg−1 DW for four greenhouse comparators, with the plant factory advantaged on total
energy efficiency (approximately 1,411 against 1,699 MJ kg−1 DW). Martin and Molin [7] locate the environmental
footprint in the electricity supplied and argue the climate-impact balance is sensitive to local grid carbon intensity.

The 91.3 kWh per day per 50 m2 canopy corresponds to 1.83 kWh m−2 day−1, or approximately 666 kWh m−2 yr−1 if
sustained year-round. This sits in the lower half of the 400 to 1,260 kWh m−2 yr−1 range collated by Pennisi et al.
[20], and below the 800 to 1,125 kWh m−2 yr−1 reported therein for five commercial installations in Italy and Sweden.
The position at the low end follows from the assumed light regime: the 16-hour photoperiod and 200 to 300 µmol m−2

s−1 canopy PPFD of Table 1 give a daily light integral of roughly 11.5 to 17.3 mol m−2 day−1, appreciably below the
higher-intensity configurations modeled by Graamans et al. [6]. The comparison is offered as a plausibility check on
the order of magnitude and not as a validated energy benchmark.

5. Discussion and Limitations

The Section 3 results were obtained in a coupled simulator, not a measured installation. The simulator uses a published
lettuce growth model [17] and a first-principles climate model; the qualitative dynamics are correct and the energy
numbers fall in the order-of-magnitude range of [6], but it has not been calibrated against a measured cultivation room.
Section 3 should be read as a demonstration that the scheduler beats a rule-based baseline and matches a tuned PID
reference under a consistent plant-climate model, not as a validated forecast of production-room performance.

Crop-model transferability is a substantive limitation. The Van Henten [17] model was developed and validated for
greenhouse climate control, under a predominantly solar light regime with diurnal temperature and CO2 trajectories
differing materially from a plant factory under continuous artificial lighting, and it is applied here without recalibration.
Talbot and Monfet [21] report that the greenhouse-calibrated formulation overestimates leaf area index and growth
rate in high-density controlled-environment spaces, and consequently overestimates both annual yield and the specific
energy demand for heating and dehumidification. Xu et al. [22] found it necessary to recalibrate six parameters, namely
light-use efficiency, the yield factor, effective canopy surface, shoot leaf-area ratio, root-to-total dry-mass ratio and
fresh-to-dry-mass ratio, before applying the model to a Chinese plant factory under fixed-spectrum LED illumination.
Abedi et al. [23] show that a single spectrum-independent light-use-efficiency coefficient is inadequate under LED
lighting and make it a function of spectral irradiance. The magnitude is not small: Jin et al. [24], collating published
values, place average incident light-use efficiency at 0.55 g mol−1 in vertical farms against 0.39 g mol−1 in greenhouses
and 0.23 g mol−1 in the field. The biomass channel should therefore be treated as an internal-consistency component
of the coupled model rather than a calibrated yield prediction, and no yield claim is made from it.

Four further limitations apply. First, the evaluation rests on a single 14-day trajectory under one seed; replication
across independent seeds, with per-seed differences and interval estimates, is needed before any ordering of the GBDT
scheduler and the tuned PID reference could be asserted. Second, the horizon is 14 days against a crop cycle of 30 to
45 days, so the biomass figures remain an internal-consistency check. Third, the envelope and controller are leafy-green
specific and extrapolation to other crop classes is not supported. Fourth, the climate-impact balance depends materially
on the carbon intensity of the electricity drawn [7], so no grid-mix-agnostic claim of environmental superiority is made.
To these should be added the point made in Section 3.2: the avoidance of per-installation manual tuning is a design
rationale, not a tested result, and the scheduler ties with the tuned PID reference on every metric measured.

The GBDT-based scheduler is one defensible choice within a family that includes model-predictive control with a
physics-based plant model and reinforcement-learning agents trained on the simulator. Its motivation is the tabular
shape of the available data and the absence of a per-installation manual tuning step, not dominance over best-in-class
practice in this simulator.

6. Conclusion

This Short Communication has specified a sensor-driven architecture for hydroponic NFT leafy-green production and
evaluated its scheduler in a coupled lettuce-growth and room-climate simulator built on the Van Henten [17] crop
model. The architecture comprises an in-situ sensing layer, a three-tier IoT data path with last-known-good fallback
at the gateway, and a gradient-boosted decision-tree scheduler selecting set-points by short-horizon receding-horizon
search.
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On a 14-day simulated evaluation under a fixed seed shared across controllers, the scheduler held the room inside the
target envelope 75.8 percent of the time at 91.3 kWh per day, reducing the combined cost of the rule-based hysteresis
baseline by approximately 55 percent. Against the Ziegler-Nichols-tuned PID reference the two differ by 1.0 percent on
the combined cost (6.98 against 7.05), which the single-replicate design cannot resolve, so the two are reported as tied.

Three limits should be kept in view: the result is obtained in simulation rather than measurement, and from a single
replicate; the envelope and crop model are leafy-green specific, and the crop model is applied outside the greenhouse
regime for which it was validated; and the avoidance of per-installation manual tuning is a design rationale rather than
a tested result. Four directions would strengthen the contribution: replication across independent seeds with interval
estimates on the per-seed differences; a bench-scale or pilot deployment with instrumented yield and resource accounting;
a controlled test of the tuning-transfer claim, varying room geometry or actuator configuration and re-tuning only
the PID reference; and a sensitivity analysis on the cost weighting under varying grid-mix assumptions, connecting
controller behavior to the carbon-impact balance reported in [7].
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