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Abstract

This study asks whether environmental, social, and governance (ESG) screening changes the risk-return profile
of an Indian large-cap equity portfolio. The Nifty 100 ESG index is compared with its unscreened parent, the
Nifty 100, so the only systematic difference is the ESG screen and reweighting applied to a common constituent
universe; the Nifty 50 is a secondary reference. Daily data from January 2021 to May 2026 show significant excess
kurtosis and ARCH effects, so a constant-conditional-correlation GARCH(1,1) model with Student’s ¢ innovations
generates correlated one-year price paths, with tail dependence imposed through a Cholesky-factorized multivariate-t
shock. Headline tail-risk figures average five independent 100,000-path runs. A deterministic grid of 1,001 portfolios
spanning 0% to 100% ESG weight is assessed on the Sharpe ratio, annualized volatility, Value at Risk and Conditional
Value at Risk at 99%, the Sortino ratio, and downside deviation, at a risk-free rate and minimum acceptable return
of 6.5%. Against the matched parent, daily returns correlate at 0.978, annualized volatility is 14.5% for both, and
mean daily returns are identical to four decimal places (0.0453%). The optimal ESG weight is therefore interior,
ranging from 50.7% to 68.1%, and annualized return holds at 11.4% across the efficient set. A Jobson-Korkie test
with the Memmel correction finds no difference in Sharpe ratios (z = 0.0045, p = 0.996), corroborated by paired ¢
and Newey-West HAC tests. Against the properly matched benchmark, ESG screening had no measurable effect on
return, risk, or tail risk over this sample.

Keywords: Risk-Return Trade-off; ESG Portfolios; Monte Carlo Simulation; Downside Risk; Tail Risk; Sustainable
Investing

1. Introduction

Over the last twenty years, ESG factors have moved from the periphery of investment practice to its center. The early
focus was the exclusion of particular industries on ethical grounds. Today the emphasis falls on integration, and ESG
factors are treated as financially material information. Institutional investors such as pension funds, sovereign wealth
funds, and insurance companies now routinely write ESG into investment mandates. As of 2022, global assets under
management referenced to a sustainable strategy stood at USD 30.3 trillion [1]. That figure comes from the Global
Sustainable Investment Alliance’s most recent full survey-based review, published in November 2023 on a basis broadly
comparable with earlier editions.
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The Alliance’s subsequent review, built on a different methodology using Morningstar fund data, reports USD 16.7
trillion; the change reflects definitional revision rather than market contraction. In assessing these portfolios, investors
now work with a wider basket of risk categories than market and credit risk alone. Climate risk, governance failure
risk, and social disruption risk are among them.

Does ESG investing impose a financial cost on investors, or do they end up with similar or superior risk-adjusted
returns? The debate is real and unresolved, and the evidence is inconsistent. Some studies find that ESG portfolios
can beat conventional portfolios [2, 3], and separate work reports greater resilience during downturns [4, 5]. Other
work reports that socially responsible and ESG-screened funds neither beat nor lag their conventional peers [6, 7]. This
variation is not simply different researchers reaching different conclusions. It matters because ESG investing is complex:
the period studied, the rating methodology used, the sectors covered, and the regional market context all shape the
result.

The standard framework is itself part of the problem. Mean-variance analysis and the Capital Asset Pricing Model are
most commonly justified under the assumption that security returns are normally distributed, although mean-variance
optimization can also be justified without that assumption if investors are taken to have quadratic utility. In either case
the framework further assumes stable correlations among assets, among other things [8, 9]. In practice, financial returns
are characterized by fat tails, skewness, and volatility clustering, especially during periods of stress [10]. Implementing
an ESG strategy often makes portfolio construction more complex still.

The application of ESG screens gives rise to sectoral tilts, and such tilts can leave a portfolio with significant stranded-
asset risk. There is also transition risk arising from regulation. On top of this sits the persistent misalignment of ESG
scores assigned by different rating agencies [11, 12]. These features create return distributions that conventional models
do not anticipate. Using variance as the only measure of risk may therefore be an incomplete and misleading indicator
of how a portfolio behaves in extreme conditions, particularly where downside risk is the principal concern.

Monte Carlo simulation is a more flexible option. It uses realistic distributional assumptions and asset correlations to
generate large numbers of return paths, which allows the construction of the entire distribution of possible portfolio
outcomes rather than a single summary statistic [13, 14]. Because it can reach extreme and rare events, it readily
produces tail-risk measures such as Value at Risk (VaR) and Conditional Value at Risk (CVaR), and it can stress-test
portfolios against specific events such as a sudden carbon tax, a repricing of the energy sector, or a repeat of the 2008
crisis. The expected loss beyond the VaR threshold has been shown to be theoretically superior and more informative
than VaR itself [15]; for non-normal distributions, however, a simulation or scenario-based framework is needed to use
it properly.

This study uses Monte Carlo simulation to compare an ESG-constrained portfolio with a conventional one. The primary
comparison sets the Nifty 100 ESG index against its own unscreened parent, the Nifty 100, with the Nifty 50 retained
only as a secondary reference. For each index, mean returns, the covariance matrix, and univariate GARCH(1,1)
volatility dynamics with Student’s ¢ innovations are estimated from daily price data covering January 2021 to May
2026. Correlated one-year return paths are then generated under this constant-conditional-correlation GARCH-t model
rather than a Gaussian one. Preliminary diagnostics in Section 2.1 reject normality and show volatility clustering in all
three series. Shocks to the standardized GARCH residuals take the form of Cholesky-factorized, shared-mixing-variable
multivariate-t draws, which impose cross-asset correlation and tail dependence.

Across these paths a deterministic grid of 1,001 candidate portfolios is evaluated over the full range of ESG weights.
Performance metrics are computed for each, including the Sharpe and Sortino ratios, volatility, and the two tail-risk
measures VaR and CVaR, so that the portfolios optimal on each dimension of the efficient frontier are identified without
the sampling noise introduced by randomly drawn weights. The design is deliberately a single two-index comparison
rather than a multi-market study. The use of multiple ESG rating providers and explicit climate-transition stress
scenarios lies outside its scope and is noted among the limitations and directions for future work.

This research addresses a visible gap. Theoretical frameworks have shown how equilibrium asset prices are shaped by
ESG preferences [16, 17|, and a large performance meta-analysis exists [3]. Little work to date has combined ESG with
a rigorous distributional simulation framework. The objective of this paper is a quantitative assessment, by means of a
simulation-based analysis, of whether ESG constraints penalize investors or, in line with the ESG-resilience hypothesis,
provide valuable downside protection.

1.1. Related Work

Portfolio theory offers one way to frame the cost-of-ESG question. Markowitz examined collections of portfolios and
showed that diversification generates a convex efficient frontier [8]; it follows that any screen narrowing the investable
universe can only move the constrained frontier weakly inside the unconstrained one. In theory there is a cost, but
whether one arises in practice is an empirical question. In the CAPM linearization, an asset’s inclusion is linked to its
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equilibrium Sharpe ratio [9].

The single-factor, normal-returns assumptions of the CAPM appear ill-suited to ESG portfolios, which carry heavy
sector tilts and ESG premia. Factor models raise a further concern [18]: portfolios designed to score well on ESG tend
to hold large, highly profitable, well-governed firms, which load positively on size and value. What looks like ESG
alpha may be factor exposure that needs to be adjusted away before an ESG effect can be claimed.

The empirical record is large, but no single estimate is definitive. A wide-ranging investigation covering more than
2,000 studies finds the ESG-performance link to be non-negative in about 90% of them [3]; instructive as that headline
figure is, the variation across regions, asset classes, and methodologies matters almost as much. An eighteen-year
study finds that early adopters of sustainability practices went on to outperform [2], while other work reports that
socially responsible and ESG-screened funds neither beat nor lag their conventional peers, and that the picture remains
unclear once risk is taken into account [6, 7]. A meta-regression shows that a study’s method, benchmark, and asset
class account for more of the heterogeneity in reported performance than any difference in ESG fundamentals [19].
A literature this sensitive to method will not collapse into a single credible number, which is why the present study
models the distribution of outcomes rather than estimating yet another point.

Theory can account for the variability. In equilibrium, green assets are priced at a premium and therefore earn lower
expected returns than brown assets, yet they may outperform in states of the world with high ESG sentiment, so that
relative performance is regime-dependent rather than fixed [16]. The ESG-efficient frontier shows that investors with
moderate ESG preferences can remain close to the mean-variance optimum at little cost [17]. Survey evidence indicates
that practitioners claim to use ESG mainly for its presumed financial materiality, but that thin and inconsistent data
hold them back in practice [20]. Evidence specific to Indian equity markets points in a similar direction. Panel-regression
evidence finds a positive association between firm-level ESG scores and stock returns for Indian firms, robust to
standard financial and macroeconomic controls [21], while a GARCH-based comparison of the Nifty 100 ESG and Nifty
Enhanced ESG indices against the Nifty 100 finds higher cumulative and mean monthly returns for the ESG indices
alongside modestly higher but not systematically divergent conditional volatility, including during the COVID-19 shock
[22]. Neither study evaluates the screen through a portfolio-optimization and tail-risk framework of the kind used here,
but both are consistent with the neutral-to-mildly-positive relationship reported here.

Because analytical models rest on normality and a single regime, and ESG portfolios break that assumption, this
study turns to simulation. The methodology is long established. The routine of specifying, generating, evaluating,
and summarizing a distribution was introduced to finance by Boyle [23] and remains standard in portfolio-risk work.
Reference texts document the Cholesky factorization that generates correlated returns, and importance sampling for
estimating rare tail losses without wasting draws [13]. VaR and its backtests, in particular the Kupiec proportion-
of-failures test, are equally well established [13, 14], and the Monte Carlo version is the most flexible for non-normal
portfolios. CVaR overcomes the main shortcoming of VaR, its silence about tail depth, by averaging the losses that
exceed the threshold; once returns are expressed as discrete scenarios it can be optimized by linear programming,
which is precisely what a simulation provides [15]. The toolkit also contains GARCH-type extensions that account for
volatility clustering and for the asymmetric effect of good and bad news [10], so that generated paths imitate actual
market behavior during crises.

Two further issues shaped the design. First, ESG is not a single construct, and the disagreement runs mainly through
measurement, which determines which firms appear in an ESG-screened portfolio. Correlation across rating agencies
is often below 0.5 [11, 12|, and no single rating is definitively correct, so an ESG constraint would ideally be tested
against several of them rather than one. Second, climate risk is increasingly difficult to separate from ESG. Under the
Climate VaR methodology, itself embedded in a Monte Carlo framework, the expected climate value at risk of global
financial assets was estimated at 1.8% along a business-as-usual emissions path and 16.9% at the 99th percentile, falling
to 1.2% and 9.2% respectively where warming is limited to 2°C, and the methodology can also be read as yielding
rough magnitudes for transition stress tests [24]. On the return side, evidence for a decarbonization premium indicates
that it is largest when climate policy attracts media attention, and is consistent with lower-carbon, ESG-constrained
portfolios absorbing climate shocks better [25].

The literature therefore divides into two camps that seldom meet. The established practice of simulating and measuring
risk has good tools for correlated fat-tailed returns but has rarely been pointed at ESG-constrained portfolios, while
the ESG performance literature is mainly cross-sectional, delivers method-dependent and conflicting results, and is
really about a distribution rather than a point.

This study fills that gap through a deliberately limited design. The Monte Carlo engine fits a GARCH(1,1) model
with Student’s ¢t innovations and Cholesky-factorized cross-asset dependence to a single ESG index, the Nifty 100
ESG, and to its unscreened parent, the Nifty 100, with the Nifty 50 fitted separately as a secondary reference; the
resulting distribution of Sharpe, Sortino, VaR, and CVaR outcomes is then mapped across a deterministic grid of
portfolio weights. It does not model regime changes, multiple rating providers, or climate-transition scenarios, and
those extensions are left for future work. The question of concern, which is by no means trivial, is whether for the
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market and period in question an ESG screen moves the risk-return frontier at all.

1.2. Objective

The primary objective of this study is to characterize the risk-return properties of a sustainable investment portfolio
(Nifty 100 ESG) relative to its own unscreened parent index (Nifty 100), with the conventional Nifty 50 index retained
as a secondary reference, and to identify the optimal portfolio compositions under a range of risk-adjusted and tail-risk
criteria.

2. Methods

The study comprised loading and cleaning historical price data for the Nifty 100 ESG index, its unscreened parent
the Nifty 100, and the Nifty 50; conducting a Monte Carlo simulation for portfolio construction; and evaluating the
resulting portfolios using both traditional risk-adjusted return measures, such as the Sharpe ratio, and more advanced
tail-risk and downside measures, namely VaR, CVaR, the Sortino ratio, and downside deviation. The aim was to
examine the risk-return profile of the sustainable portfolio primarily against its unscreened parent, with the Nifty 50
retained as a secondary reference, and to recommend optimal portfolio compositions.

2.1. Data

Daily price data for the Nifty 100 ESG index, the Nifty 100, and the Nifty 50 were obtained for the period from 1
January 2021 to 29 May 2026. All three series are price indices, not total-return indices, as published by the National
Stock Exchange of India (source index pages: niftyindices.com, series NIFTY100 ESG, NIFTY 100, and NIFTY 50
respectively), denominated in Indian rupees. Simple arithmetic daily percentage changes, not log returns, were used
throughout. Data were retrieved from the source index pages after the close of the sample period, no earlier than 29
May 2026, the last trading day covered by the series. The Nifty 100 is the primary comparison series, since it and
the Nifty 100 ESG index draw on the same underlying constituent universe and differ only in the ESG screen and
reweighting applied; the Nifty 50, a differently constructed index of fewer and larger constituents, is retained only as a
secondary reference, consistent with the position that a mismatched index cannot on its own support conclusions about
the effect of ESG screening.

Aligning all three series by calendar date left 1,327 trading days common to all three, which yield 1,326 daily return
observations once first-differenced; this is the basis for Table A1 and for the statistics reported in Section 3. A small
number of dates present in one series but not another, all corresponding to special or non-standard trading sessions
such as Diwali Muhurat and Union Budget weekend sessions, were dropped by complete-case listwise deletion rather
than forward-filled. At under 1% of the sample, the choice between the two treatments has no material effect on the
estimated moments. Data analysis was performed in Python 3.12 using pandas, numpy, scipy, statsmodels, the arch
package, seaborn, and matplotlib. Daily returns were computed as daily percentage changes, from which the daily
covariance matrix and annualized mean daily returns were derived. Annualization assumed 252 trading days per year.

Table A1 reports descriptive statistics for all three return series. All three indices show pronounced negative skewness
(ESG: —0.40; Nifty 100: —0.45; Nifty 50: —0.30) and substantial excess kurtosis (ESG: 2.82; Nifty 100: 4.25; Nifty
50: 3.68), and a Jarque-Bera test rejects normality decisively for all three (ESG: 473.5; Nifty 100: 1044.2; Nifty 50:
766.6; all p < 0.001). First-order autocorrelation of raw returns is negligible for all three series, but autocorrelation of
squared returns is pronounced at the first lag (ESG: 0.26; Nifty 100: 0.29; Nifty 50: 0.27), and an ARCH-LM test
with ten lags confirms significant volatility clustering in all three series (all p < 0.001). These diagnostics jointly reject
the Gaussian, independent and identically distributed assumption and motivate the GARCH-t model described in
Section 2.2. Cross-index correlation of daily returns is 0.978 between the ESG index and its Nifty 100 parent, materially
higher than the 0.963 correlation between the ESG index and the Nifty 50, while the Nifty 100 and Nifty 50 are
themselves correlated at 0.993. This is consistent with the Nifty 100 being the more appropriate matched benchmark,
and with the Nifty 50 nonetheless serving as a reasonable if less precise secondary reference.

The sample window of January 2021 to May 2026 was chosen deliberately to exclude the March 2020 COVID-19 shock.
Because the resulting analysis is a within-regime comparison rather than a crisis-resilience test, all conclusions are
explicitly scoped to this period. Section 2.7 reports sub-period detail and Section 5 restates this scope limitation.
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2.2. Monte Carlo Simulation

A univariate GARCH(1,1) model [26] with Student’s ¢ innovations was fitted by quasi-maximum-likelihood to the ESG,
Nifty 100, and Nifty 50 return series separately, in preference to a Gaussian, constant-volatility specification, given
the normality rejection and ARCH effects documented in Section 2.1. The fitted volatility-persistence parameters
(a + B) were 0.971 for the ESG index, 0.949 for the Nifty 100, and 0.968 for the Nifty 50, indicating strongly persistent
conditional volatility typical of equity indices.

The fitted Student’s ¢ degrees of freedom were 6.70 (ESG), 6.36 (Nifty 100), and 7.13 (Nifty 50), consistent with
the excess kurtosis reported above. The Student’s t location parameter is a robust, tail-down-weighted estimator
that, under the negative skew present in all three series, sits above the arithmetic sample mean and closer to the
median. To keep simulated returns anchored to the same historical mean used throughout the study, the drift in the
simulation was fixed at each index’s historical arithmetic daily mean return, while the GARCH recursion supplied only
the conditional-variance path and the fat-tailed shock distribution. The historical arithmetic daily mean returns of the
ESG index and the Nifty 100 are, to four decimal places, identical (0.0453%), whereas that of the Nifty 50 is somewhat
lower (0.0426%).

Correlation and tail dependence between the ESG index and its primary comparator, the Nifty 100, were imposed on
the standardized GARCH residuals via a Cholesky factorization of their correlation matrix (0.974) combined with
a shared chi-squared mixing variable, producing correlated multivariate Student’s ¢ shocks rather than correlated
Gaussian shocks. The same procedure was applied separately to the ESG-Nifty 50 pair (residual correlation 0.958)
for the secondary comparison reported alongside the primary results. Each simulated one-year path of 252 trading
days was generated by iterating the fitted GARCH(1,1) variance recursion forward from the last historically estimated
conditional variance and residual, applying a fresh correlated t-shock at each simulated day, and compounding the
resulting daily returns to a terminal annual return for each index. As a self-check, the annualized volatility implied by
the simulated ESG-Nifty 100 paths (14.1% for ESG, 14.3% for Nifty 100) closely reproduces the historical annualized
volatility (14.5% for both). The random-number generator was NumPy’s PCG64 (default rng), seeded 1 to 5 for the
five independent runs that are averaged together. Section 2.5 documents convergence of this average from 5,000 paths
per run up to the well-converged 100,000-path-per-run basis used for the headline VaR99, CVaR99, downside-deviation,
and Sortino figures reported in Table 1 and throughout Section 3. Smaller-sample, single-run estimates are reported
only for illustrative purposes where explicitly noted, since Table A3 shows they carry Monte Carlo sampling noise on
the order of 0.2 to 1.1 percentage points relative to the converged estimate.

Candidate portfolios were then formed on a deterministic grid of ESG weights from 0% to 100% in steps of 0.1
percentage points, giving 1,001 portfolios in total, in preference to random weight sampling. With only two assets, a
deterministic grid removes the sampling noise that pushes a randomly sampled optimum to values such as 99.99% ESG
rather than to a clean, verifiable weight. No short selling was permitted, with weights bounded to [0,1] and summing
to one, and portfolio weights were held fixed over the one-year simulated horizon, with no interim rebalancing and no
transaction costs modeled. Annualized return and volatility for each candidate weight were computed analytically from
the historical mean-return vector and covariance matrix, while Value at Risk, Conditional Value at Risk, downside
deviation, and the Sortino ratio were computed from the simulated GARCH-t terminal returns for that weight. This
procedure was applied twice: first to the ESG-Nifty 100 pair, reported as the primary result in Table 1, and separately
to the ESG-Nifty 50 pair, reported as a secondary reference in Table A5.

2.3. Performance Metrics

The following measures were used to evaluate the performance of each of the 1,001 candidate portfolios. The risk-free
rate and the minimum acceptable return (MAR) of 6.5% are applied uniformly, and are not a rate per individual traded
instrument or a rate at any one point in time. The value was set equal to the highest single plateau (6.50%) of the
Reserve Bank of India repo rate within the sample period, holding from February 2023 to February 2025, a span of
approximately 24 months, and it aligns closely with the calendar-2025 average yield on 10-year Government of India
securities (approximately 6.53%). Both are nominal annualized rates, quoted on a 365-day convention by the RBI and
by NSE/CCIL respectively, and are converted to a daily rate for use in the Sharpe and Sortino calculations by the
standard geometric convention, (14 0.065)'/252 — 1, consistent with the 252-trading-day annualization used throughout
the study. This rounded value is a compromise: the 10-year G-Sec averaged closer to 6.8% over the full January 2021
to May 2026 window, since yields ran higher at around 7.0% to 7.2% in 2022 to 2024, while the 91-day Treasury Bill,
the reference rate more commonly used in Indian equity Sharpe-ratio studies, averaged below 6.5% for most of the
sample. The same 6.5% value is used for both the Sharpe-ratio risk-free rate and the Sortino-ratio MAR, following
the common simplifying convention of setting the MAR equal to the risk-free rate so that the two ratios are directly
comparable. This conflates two conceptually distinct benchmarks, the opportunity cost of capital and an investor’s
own target return, which is a limitation noted in Section 5.
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To assess whether the results are sensitive to this choice, the Sharpe- and Sortino-optimal portfolios were recomputed
at two alternative rates: 5.25%, the RBI repo rate following the December 2025 cut, and 6.80%, the full-period 2021 to
2026 average 10-year G-Sec yield. Table A6 reports the results. The optimal ESG weight for the maximum-Sharpe
portfolio is stable across all three rates (52.7% to 53.0%), and the maximum-Sortino weight is stable at around 68%
across all three rates (67.9% to 68.2%). The absolute levels of the Sharpe and Sortino ratios rise as the assumed rate
falls, as expected, but the qualitative conclusion, that the two indices are close substitutes with no clear ESG allocation
advantage, is unchanged across the full plausible range of the risk-free rate.

The measures are defined as follows. Annualized return is the expected annual return of the portfolio. Annualized
volatility is the expected annual standard deviation of portfolio returns. The Sharpe ratio is the annualized return
less the risk-free rate, divided by annualized volatility, using a risk-free rate of 6.5% per annum. Downside deviation
is the deviation of returns falling below the MAR, set at 6.5%. The Sortino ratio is analogous to the Sharpe ratio
but penalizes only downside volatility, and is computed as the average portfolio return less the MAR, divided by the
downside deviation. Value at Risk (VaR99) is the maximum loss not expected to be exceeded with 99% probability over
the specified horizon, and Conditional Value at Risk (CVaR99) is the expected loss given that the loss exceeds VaR99.

2.4. Optimal Portfolio Identification

Five optimal portfolios were identified from the simulated performance data: the portfolio with the maximum Sharpe
ratio, the minimum-volatility portfolio, the portfolio with the lowest VaR99, the portfolio with the lowest CVaR99, and
the portfolio with the highest Sortino ratio.

2.5. Statistical Inference

To test formally whether the small difference in mean return between the two indices is statistically significant, three
complementary tests were applied to the historical daily return series: the Jobson-Korkie test for equality of Sharpe
ratios, with the small-sample variance correction of Memmel; a paired t-test on the daily return difference; and a
Newey-West heteroskedasticity- and autocorrelation-consistent t-test on the same difference series, with five lags.
Ninety-five percent confidence intervals for the annualized return, volatility, Sharpe ratio, Sortino ratio, VaR99, and
CVaR99 of each index were constructed by a moving-block bootstrap with a block length of 20 trading days and 2,000
resamples, which preserves the short-run volatility-clustering structure documented in Section 2.1 that an ordinary
independent and identically distributed bootstrap would discard.

Monte Carlo convergence was assessed for the maximum-Sharpe portfolio identified in Table 1 (52.8% ESG, 47.2% Nifty
100), not for the ESG index alone, by re-running the GARCH-t simulation and forming this fixed-weight portfolio’s
simulated terminal-return distribution at 5,000, 10,000, 50,000, and 100,000 simulated paths, each repeated across five
random seeds, and comparing the mean and standard deviation of the resulting VaR99 and CVaR99 estimates across
seeds at each path count.

2.6. Out-of-Sample Validation

Because mean-return estimates over a five-year window are inherently uncertain, and an optimum fitted entirely in
sample carries an optimistic bias, two out-of-sample exercises were conducted. First, the optimal ESG weight was
estimated using only data from 2021 to 2023 and then evaluated, without re-estimation, on realized returns from 2024
to May 2026. Second, a rolling annual walk-forward exercise re-estimated the optimal weight using only the prior
calendar year’s data and evaluated it on the following year’s realized returns, for each year from 2022 to 2026.

2.7. Sub-Period Analysis

Because the March 2020 crash falls outside the sample window, a sub-period analysis was run to establish how the
risk-return relationship between the two indices changes across calmer and more turbulent stretches of the sample.
Annualized return, volatility, and correlation were computed over each distinct calendar year from 2021 to 2026.

3. Results

The analysis of the optimal portfolios reveals a striking similarity across optimization objectives. Table 1 summarizes
the key characteristics of these portfolios.
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Table 1: Composition and risk-return characteristics of the five optimal portfolios identified by Monte Carlo simulation.
VaR99, CVaR99, downside deviation, and the Sortino ratio are computed from the mean of five independent 100,000-
path GARCH-t simulation runs (seeds 1 to 5), the same well-converged basis used for the 100,000-path row of Table A3.
Because the risk-return frontier is extremely flat across this weight range, the optimal weights for VaR99 and CVaR99
minimization cluster near 51% ESG once averaged across seeds.

Nifty Nifty

Optimal portfolio ESC 100 Sharpe Sortino Annualized Annualized

VaR99 CVaR99

weight  weight ratio ratio return volatility
Max Sharpe ratio 52.80% 47.20% 0.341  0.716 11.42% 14.44% 22.30% 28.02%
Min volatility 53.80% 46.20% 0.341  0.716 11.42% 14.44% 22.31% 28.02%
Min VaR99 51.40% 48.60% 0.341  0.715 11.42% 14.44% 22.30% 28.02%
Min CVaR99 50.70% 49.30% 0.341  0.715 11.42% 14.44% 22.31% 28.02%
Max Sortino ratio 68.10% 31.90% 0.341  0.716 11.42% 14.45% 22.32% 28.07%

The maximum-Sharpe portfolio and the minimum-volatility portfolio are almost the same portfolio: they allocate 52.8%
and 53.8% respectively to the Nifty 100 ESG index and both carry an annualized return of 11.42%, an annualized
volatility of 14.44%, a Sharpe ratio of 0.341, and a Sortino ratio of 0.715 to 0.716. The optimum against the correctly
matched Nifty 100 parent is an interior solution, because the mean return of both series is the same to four decimal
places, so the optimizer has no incentive to tilt for or against ESG. The slight variations in optimal allocation across
criteria, from 50.7% for minimum CVaR99 to 68.1% for maximum Sortino, are driven by differences in variance and
tail shape between the two series rather than by any return incentive. Figure 1 plots the full frontier traced by the
weight grid, with the five optima marked; the entire efficient set spans barely 0.003 percentage points of annualized
return and 0.1 percentage points of annualized volatility. These weights, and the VaR99 and CVaR99 figures reported
in Table 1, are based on the well-converged 100,000-path, five-seed-averaged simulation described in Section 2.5 and
Table A3. On a frontier this flat, smaller single-seed samples are unreliable: at 5,000 paths the minimum-VaR99 and
minimum-CVaR99 weights can fall as low as 9.6% and 40.2% ESG, an artifact of sampling noise rather than a genuine
feature of the risk-return trade-off, as the convergence diagnostics in Table A3 make clear.
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Risk-Return Frontier: Nifty 100 ESG vs Nifty 100 (parent benchmark)
Deterministic weight grid, GARCH(1,1)-Student’s-t simulation
(100,000 paths, mean across 5 seeds)
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Figure 1: Risk-return frontier from the deterministic weight grid for the Nifty 100 ESG index against its Nifty 100
parent benchmark, under the GARCH(1,1) Student’s ¢ simulation at 100,000 paths averaged across five seeds, colored
by Sharpe ratio, with the five optimal portfolios marked.

The two remaining tail-risk optima, the minimum-VaR99 portfolio (51.4% ESG, 48.6% Nifty 100) and the minimum-
CVaR99 portfolio (50.7% ESG, 49.3% Nifty 100), differ only marginally from the maximum-Sharpe portfolio. VaR99
ranges from 22.30% to 22.32% and CVaR99 from 28.02% to 28.07% across all five optimal portfolios, roughly ten times
tighter than the equivalent spreads at 5,000 paths, because the well-converged 100,000-path simulation removes most of
the Monte Carlo noise that inflates the apparent range. It is also materially tighter than the corresponding ranges
against the Nifty 50 in Table A5. As with the Nifty 50, the GARCH-¢ tail-risk estimates are higher than a Gaussian
specification would imply, which is consistent with the fat tails and volatility clustering of all three series documented
in Section 2.1.

Table A2 lists the 95% bootstrap confidence intervals for the ESG index and the Nifty 100. The annualized Sharpe ratio
has a point estimate of 0.339 for the ESG index and 0.339 for the Nifty 100 on this common sample, both correctly
bounded below the 0.341 grid maximum reported in Table 1. These point estimates sit well inside wide and heavily
overlapping confidence intervals, an indication of the imprecision with which either Sharpe ratio is estimated over
a sample of 1,326 days. The Jobson-Korkie test with the Memmel correction confirms this formally and decisively
for the matched Nifty 100 comparison: comparing the ESG index directly with its parent in terms of Sharpe ratio
gives z = 0.0045, p = 0.996, so there is no meaningful difference in Sharpe ratios. A paired t-test on the daily
return difference corroborates the result almost exactly (¢ = —0.0018, p = 0.999), as does a Newey-West HAC test
(t = —0.0019, p = 0.999). The mean daily return difference between the two series is —0.00001 percentage points, or
—0.0024% annualized. The null result here is materially stronger than the already insignificant difference found against
the mismatched Nifty 50 (p ~ 0.65 to 0.67, Table A5). This comparison is preferred as evidence for neutrality because
it isolates the ESG screen and reweighting from any effect of comparing across differently constructed indices.

The VaR99 and CVaR99 estimates for the maximum-Sharpe ESG-Nifty 100 portfolio converge as the number of
simulated paths increases, as the Monte Carlo convergence diagnostics in Table A3 show. The standard deviation
across five seeds falls from 0.45 percentage points for VaR99 and 1.07 percentage points for CVaR99 at 5,000 simulated
paths to 0.20 and 0.17 percentage points respectively at 100,000 paths. Figure 2 plots the same convergence, showing
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the error bars contracting as the path count rises. On the 100,000-path basis used for the headline results reported
above, the sampling uncertainty is therefore about 0.2 percentage points, and it does not affect any qualitative ranking
of the optimal portfolios.
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Figure 2: Monte Carlo convergence of VaR99 and CVaR99 for the maximum-Sharpe ESG-Nifty 100 portfolio across
simulated path counts, showing the mean and standard deviation across five random seeds.

The out-of-sample exercises are consistent with the primary result. Estimating the optimal weight on 2021 to 2023
data alone yields a corner solution of 0% ESG, that is, a portfolio fully invested in the Nifty 100, and this fixed weight
realizes a Sharpe ratio of —0.034 out of sample in 2024 to 2026, only marginally below the 0.032 that a 100% ESG
allocation would have realized over the same period; the economic difference between these outcomes is negligible either
way. The rolling annual walk-forward exercise shows the estimated optimal weight moving between 0% and 100% ESG
from year to year with no consistent winner.

A 100% ESG allocation estimated on 2021 data underperformed the Nifty 100 in the 2022 correction; a 0% ESG
allocation estimated on 2022 data matched the Nifty 100 in its strong 2023 recovery; a 100% ESG allocation estimated
on 2023 data underperformed the Nifty 100 modestly in 2024, at 12.35% against 12.57% per Table A4; a 100% ESG
allocation estimated on 2024 data outperformed the Nifty 100 in 2025; and a 100% ESG allocation estimated on 2025
data performed somewhat better than the Nifty 100 in the 2026 downturn. In each case the training-year weight follows
the higher Sharpe ratio for that year, which need not follow the higher raw return. As with the Nifty 50 comparison, no
consistent, exploitable edge to either index emerges across the rolling exercise, which reinforces rather than undermines
the neutrality finding.

Table A4 reports realized annualized return, volatility, and correlation with the Nifty 100 by calendar year. The year
2022 and the partial 2026 year to date again stand out as the two clearly higher-volatility episodes within the sample,
with ESG annualized volatility of 17.7% to 18.8%, bracketing calmer periods in 2021, 2023, 2024, and 2025. The
Nifty 100 tracks the ESG index closely in every year, with correlation ranging from 0.95 to 0.99 across individual
years, noticeably tighter than the corresponding range against the Nifty 50 of 0.93 to 0.98. This closer and more
stable co-movement with the correctly matched parent index, in every sub-period examined, is itself evidence that the
neutrality result is a property of the ESG screen and reweighting rather than an artifact of the particular five-year
window studied.

4. Discussion

A central finding of this analysis is that ESG screening is neutral in its impact on portfolio performance, and the finding
is considerably strengthened by comparing the Nifty 100 ESG index against its correctly matched parent, the Nifty
100, rather than against the differently constructed Nifty 50. Against the Nifty 100, a Jobson-Korkie test with the
Memmel correction, corroborated by a paired t-test and a Newey-West HAC test, shows the return difference between
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the two series to be negligible in both economic and statistical terms (z = 0.0045, p = 0.996; Section 3), a materially
stronger null result than the already insignificant difference obtained against the Nifty 50 (p & 0.65 to 0.67, Table A5).
Because the mean returns of the two series are identical to four decimal places, the optimal ESG weight is an interior
allocation, ranging from 50.7% to 68.1% depending on the optimization criterion, rather than the 100% corner solution
obtained against the mismatched benchmark, and annualized return is essentially unchanged at 11.4% across the entire
efficient set. Introducing ESG did not entail giving up overall risk-adjusted returns in exchange for better downside
risk-adjusted returns. The more important point is that there is essentially no return difference to give up in the first
place once the comparison is made against the right parent index.

The Nifty 100 ESG index is extremely highly correlated with its Nifty 100 parent at 0.978, higher than the 0.963
correlation between the ESG index and the Nifty 50. The correlation also holds across every individual calendar year
examined, from 0.95 to 0.99, and is not an average that masks divergence in particular periods. The two indices are
built from the same underlying constituent universe, so the ESG index simply applies a screen and reweighting on top of
that universe rather than selecting from an entirely different set of companies. When the comparison correctly isolates
that screen, the quantitative effect of ESG screening on the risk-return frontier is therefore very small. Constituent-level
overlap and weighting differences remain the most plausible explanation for the residual variation observed, although
that overlap is not measured directly here, since constituent-level holdings data for either index were not available.

Once fat tails and volatility clustering are modeled explicitly through a GARCH(1,1) specification with Student’s ¢
innovations, rather than assumed away by a Gaussian model, tail-risk estimates for both the ESG-Nifty 100 and the
ESG-Nifty 50 pairs sit above what a Gaussian model would suggest. The tail-risk metrics of the optimal portfolios
cluster tightly in both comparisons: VaR99 spans 22.30% to 22.32% against the Nifty 100 and 20.04% to 20.80%
against the Nifty 50. Absolute tail risk is higher once fat tails are modeled explicitly, but the narrower spread against
the parent index is further evidence of the closer substitutability of the matched pair, and the convergence diagnostics
confirm that this ranking is not an artifact of simulation noise at the path counts used. On this dataset, when the
correct parent benchmark is used, applying an ESG screen neither improves nor damages protection against tail risk to
any real extent.

Both benchmark pairs tell the same story in the out-of-sample and rolling walk-forward exercises. The estimated optimal
weight against the Nifty 100 also toggles between 0% and 100% ESG depending on the training year. No consistent
pattern of one index bettering the other emerges out of sample, and realized out-of-sample outcomes under either
extreme are close to one another in magnitude, which is unsurprising given how similar the two return distributions
are. This instability is itself consistent with the neutrality finding, since it indicates no persistent exploitable edge to
either index. It does imply, however, that the full-sample allocation reported in Table 1 should be read as a description
of this five-year window rather than as a stable forward-looking recommendation.
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Taken together, the analysis suggests that ESG integration, as represented by the Nifty 100 ESG index, imposed no
material penalty on investors and did not meaningfully enhance risk-adjusted returns or downside protection within
the 2021 to 2026 window studied, a period that by design excludes the March 2020 COVID-19 shock and should not be
extrapolated to crisis conditions. This conclusion holds, and is in fact strengthened, whether the comparison is made
against the correctly matched Nifty 100 parent or the Nifty 50 retained as a secondary reference. The overall market
conditions captured by all three indices appear to matter more for portfolio performance than the application of an
ESG screen.

5. Conclusions

The findings confirm that ESG screening had no material impact on returns for the Nifty 100 ESG index relative to
its correctly matched parent, the Nifty 100, over the sample period from January 2021 to May 2026, with the Nifty
50 retained as a secondary reference. Because the ESG index and its parent are highly correlated at 0.978 and their
mean returns are identical to four decimal places, and because a Jobson-Korkie test with the Memmel correction,
corroborated by a paired t-test and a Newey-West HAC test, finds no meaningful difference between their Sharpe
ratios (z = 0.0045, p = 0.996), ESG integration did not significantly alter the risk-return profile. The same conclusion
holds against the Nifty 50, with a still-negligible but somewhat larger apparent return edge (p ~ 0.65 to 0.67). This
neutrality is consistent with the strand of the literature that finds little or no return differential between high- and
low-ESG portfolios [6, 12], while the broader evidence on the ESG and financial performance relationship is more mixed
and mildly positive in aggregate [3].

Because the ESG index’s mean return is essentially identical to its parent’s, the optimal ESG weight against the Nifty
100 is an interior allocation, from 50.7% to 68.1% depending on the optimization criterion, rather than a corner solution,
in contrast to the 100% corner solution obtained against the mismatched Nifty 50. This reinforces the conclusion of
neutrality: once the comparison correctly isolates the ESG screen from other index-construction differences, there is
essentially no return trade-off to allocate around. An out-of-sample walk-forward exercise shows that even this near-flat
optimum is not stable across sub-periods, with estimated optimal weights flipping direction from year to year and no
consistent out-of-sample winner against either the Nifty 100 or the Nifty 50. For investors considering ESG integration
in similar market conditions, these findings suggest that a material and persistent difference in quantitative risk-return
outcomes relative to a non-ESG strategy is unlikely, and the specific full-sample optimal weights reported in Table 1
and Table A5 should not themselves be treated as stable forward-looking allocations.

Several limitations qualify these conclusions and point to directions for future work. The study analyzes a single
market over a single window, January 2021 to May 2026, that by design excludes the March 2020 COVID-19 shock and
the 2008 global financial crisis, periods in which ESG exposure has been shown to affect downside risk and resilience
materially [4, 5]. The window was chosen to isolate a within-regime comparison free of the extreme, one-off dynamics
of a market crash, but the results should not be extrapolated to crisis conditions, and extending the analysis to periods
that include such shocks, where data permit, is a natural next step.

The absence of firm-level scores from multiple rating providers is a further limitation, given that divergence across
ESG rating agencies and its effect on measured performance are well documented [11, 27, 28]. The risk-free rate and
the Sortino-ratio MAR are set to the same 6.5% value for comparability between the two ratios (Section 2.3); this
conflates two conceptually distinct benchmarks, the opportunity cost of capital and an investor-specific target return,
and although a sensitivity check across alternative rates (Table A6) shows the qualitative conclusions are unaffected, a
study designed around downside risk specifically might reasonably adopt a different, lower MAR reflecting an investor’s
actual required return rather than the risk-free rate.

Although the GARCH(1,1) Student’s ¢ specification captures fat tails and volatility clustering, the model does not
incorporate regime-switching dynamics or explicit stress scenarios such as a carbon-tax shock or an energy-sector
repricing, and the multivariate dependence structure assumes a constant conditional correlation rather than one
that itself varies with volatility. The study does not measure constituent, sector, or top-holding overlap between the
ESG index and its Nifty 100 parent directly, for want of constituent-level data; this overlap is offered as the most
plausible explanation for the observed neutrality but remains a conjecture rather than a measured quantity. The
portfolio-formation exercise assumes a static buy-and-hold allocation with no interim rebalancing and no transaction
costs, and permits no short selling, so modeling periodic rebalancing and realistic trading frictions could alter the
realized risk-adjusted returns. Finally, because the ESG index and its parent overlap so heavily by construction, this
comparison has limited power to detect an ESG effect in the first place, a limitation that applies with even greater
force now that the correctly matched benchmark has been used. Applying the approach to portfolios of individual
constituents, where an ESG screen can produce genuine cross-sectional differences, and extending it to multiple markets,
longer horizons, regime-switching volatility models, and rebalancing rules would provide a sharper test of whether the
neutrality observed here holds more generally.
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Appendix

Tables A1 to A6 report the diagnostic, inferential, convergence, sub-period, and sensitivity detail referenced in Sections 2
and 3.

Table Al: Descriptive statistics and distributional diagnostics for daily index returns, January 2021 to May 2026.

Statistic Nifty 100 ESG  Nifty 100 Nifty 50
Observations 1,326 1,326 1,326
Mean daily return (%) 0.045 0.045 0.043
Median daily return (%) 0.077 0.074 0.048
Standard deviation of daily return (%) 0.914 0.916 0.904
Minimum daily return (%) —5.142 —6.591  —5.929
Maximum daily return (%) 3.924 4.499 4.742
Skewness —0.401 —0.452  —0.302
Excess kurtosis 2.815 4.252 3.676
Jarque-Bera statistic 473.5 1044.2 766.6
ARCH-LM statistic, 10 lags 113.50 124.32 117.91
ACF of returns, lag 1 0.010 —0.005 —0.004
ACF of squared returns, lag 1 0.260 0.286 0.268
Correlation with ESG, full sample n/a 0.978 0.963

All Jarque-Bera and ARCH-LM statistics are significant at p < 0.001.

Table A2: Point estimates and 95% paired moving-block bootstrap confidence intervals (block length 20 trading days,
2,000 resamples, with the same resampled blocks applied jointly to both series to preserve day-by-day pairing) for the
ESG index and the Nifty 100.

Metric

Nifty 100 ESG:
point estimate [95% CI|

Nifty 100:
point estimate [95% CI|

Annualized return

Annualized volatility

11.4% [—0.4%, 22.8%]
14.5% [13.1%, 15.9%)

11.4% [0.4%, 22.9%|
14.5% [13.0%, 16.0%]

Sharpe ratio (annualized) 0.339 [—0.47, 1.17] 0.339 [—0.42, 1.18]
Sortino ratio (annualized) 0.466 [0.62, 1.70]  0.467 [~0.55, 1.69)]
VaR99 (daily-return basis) 2.46% [2.10%, 2.84%)|  2.40% [2.04%, 2.90%]
CVaR99 (daily-return basis) 3.28% [2.65%, 3.81%] 3.38% [2.62%, 4.10%]

Wide, overlapping Sharpe and Sortino intervals reflect estimation uncertainty over a 1,326-day sample; equality between the two indices is
tested formally via the Jobson-Korkie, Memmel-corrected, paired ¢-, and Newey-West tests reported in Section 3, not by interval overlap
alone. Central values are the historical point estimates, matching the mean daily returns reported in Section 2.2 to within rounding; only the
confidence-interval bounds are derived from the paired block bootstrap. Sortino ratios here are annualized using the same /252 convention
applied to the Sharpe ratio, based on daily downside deviation relative to the daily MAR, and are therefore computed on a different basis
from the simulation-derived Sortino ratios in Table 1; the two sets of figures are not directly comparable. VaR99 and CVaR99 here are
stated on a daily-return basis, whereas Table 1 reports them over the one-year simulated horizon.

Table A3: Monte Carlo convergence of VaR99 and CVaR99 for the maximum-Sharpe portfolio identified in Table 1
(52.8% ESG, 47.2% Nifty 100) across path counts, giving the mean and standard deviation (SD) across five random
seeds. Here pp denotes percentage points.

VaR99 mean CVaR99 mean

Simulated paths (SD across 5 seeds) (SD across 5 seeds)

5,000 22.04% (0.45 pp)  27.70% (1.07 pp)
10,000 22.09% (0.26 pp)  27.91% (0.26 pp)
50,000 22.18% (0.24 pp)  27.90% (0.38 pp)
100,000 22.30% (0.20 pp)  28.02% (0.17 pp)
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Table A4: Realized annualized return, volatility, and cross-index correlation by calendar year. The 2026 row reflects a
partial year, January to May.

ESG ann. ESG ann. Nifty 100 Nifty 100

Year Obs. return volatility = ann. return ann. volatility Correlation
2021 246 26.75% 14.75% 22.80% 15.37% 0.97
2022 247  —2.84% 17.75% 5.16% 17.45% 0.98
2023 245 21.08% 9.84% 19.28% 9.84% 0.95
2024 244 12.35% 13.91% 12.57% 14.74% 0.98
2025 247 11.04% 13.20% 9.52% 12.41% 0.98
2026 (Jan to May) 97 —-16.96% 18.77% —19.42% 18.29% 0.99

Table A5: Secondary comparison: composition and risk-return characteristics of the five optimal portfolios formed
from the Nifty 100 ESG index and the Nifty 50, the differently constructed benchmark retained only as a secondary
reference. The GARCH-t deterministic-grid procedure is identical to that used for Table 1.

Nifty Nifty

Optimal portfolio ESC 50 Sharpe Sortino Annualized Annualized

VaR99 CVaR99

weight  weight ratio ratio return volatility
Max Sharpe ratio 100.00% 0.00% 0.353  0.819 11.60% 14.45%  20.80% 26.25%
Min volatility 35.30% 64.70% 0.323  0.739 11.10% 14.23%  20.08% 25.70%
Min VaR99 34.20% 65.80% 0.323  0.737 11.09% 14.23%  20.04% 25.71%
Min CVaR99 43.90% 56.10% 0.328  0.752 11.17% 14.23%  20.22% 25.67%
Max Sortino ratio 100.00% 0.00% 0.353  0.819 11.60% 14.45%  20.80% 26.25%

Contrasted with Table 1, the ESG-Nifty 50 pair shows a corner-solution optimum at 100% ESG rather than the
near-interior optimum obtained against the matched Nifty 100 parent, because the ESG index’s mean return exceeds
that of the Nifty 50 by a small but persistent margin. Annualized across the whole efficient set, that margin runs from
11.60% at the corner down to about 11.09% at the minimum-VaR99 weight, a spread that is absent when the ESG
index is compared with its own parent, where annualized return is 11.42% throughout (Table 1). The Jobson-Korkie
test with the Memmel correction in Section 3 confirms that this residual edge is not statistically significant even in the
mismatched comparison, but the near-exact equality obtained against the correctly matched Nifty 100 parent is the
stronger and preferred evidence for neutrality.

Table A6: Sensitivity of the Sharpe- and Sortino-optimal ESG-Nifty 100 portfolios to the assumed risk-free rate and
MAR. The optimal ESG weight is stable across the plausible range of rates; absolute Sharpe and Sortino levels move
inversely with the assumed rate, as expected, but the qualitative conclusion of substitutability is unaffected.

Assumed rate Max Sharpe: Max Sharpe: Max Sortino: Max Sortino:
(R = MAR) ESG weight  Sharpe ratio ESG weight  Sortino ratio
5.25% (RBI repo rate, post-December 2025 cut) 53.0% 0.427 67.9% 0.947
6.50% (baseline; see Section 2.3) 52.8% 0.341 68.1% 0.716
6.80% (full-period 2021 to 2026 average 10-year G-Sec) 52.7% 0.320 68.2% 0.666
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