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Abstract

Cloud computing environments increasingly rely on efficient virtual machine (VM) placement strategies to opti-
mize resource utilization, reduce operational costs, and maintain Quality of Service (QoS) requirements. Existing
VM placement approaches often struggle to adapt to dynamic workload variations, heterogeneous resource demands,
and fluctuating infrastructure conditions, leading to inefficient resource allocation, increased energy consumption,
and higher Service Level Agreement (SLA) violations. This study addresses these limitations by proposing an
adaptive resource-aware VM placement framework designed to enhance performance and cost efficiency in cloud
data centers. The proposed framework integrates resource consumption analysis, workload-aware scheduling, adap-
tive load balancing, and service placement optimization within a unified cloud management model. The system
continuously monitors infrastructure utilization metrics, including processor usage, memory allocation, storage de-
mand, and network load, to dynamically determine optimal VM placement decisions. Experimental evaluation was
conducted using a cloud simulation environment under varying workload conditions and heterogeneous resource con-
figurations. Performance was assessed using resource utilization, SLA violation rate, execution time, load balancing
efficiency, and operational cost. Simulation results demonstrate that the proposed model significantly outperforms
conventional VM placement techniques, achieving improved resource utilization efficiency, reduced SLA violations,
enhanced load balancing performance, and lower operational costs under dynamic workloads. The study concludes
that adaptive resource-aware VM placement can substantially improve cloud infrastructure management by enabling
intelligent and flexible resource allocation, offering broader implications for developing cost-efficient, scalable, and
energy-aware cloud computing systems.

Keywords: Virtual Machine Placement; Adaptive Scheduling; Load Balancing; Resource Utilization; Cost Optimiza-
tion; Cloud Infrastructure

1. Introduction

Cloud computing has revolutionized the provisioning, delivery, and consumption of computing resources by providing
on-demand access to a shared pool of configurable computing resources, including servers, storage, applications, and
network resources, via the internet [1]. Virtualization, which forms the foundation of cloud computing, enables
the operation of multiple virtual machines (VMs) on a single physical server, thereby enhancing hardware resource
utilization and providing elasticity in resource provisioning [2].
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As more businesses and service providers move mission-critical applications to the cloud, effective management of
virtual resources has become a critical need for meeting quality of service, infrastructure cost, and scalability goals [3].
Virtual machine placement (VMP) is one of the most important resource management problems in cloud computing, as
it affects resource utility, system performance, power consumption, and SLA violation [4]. Virtual machine placement is
the allocation of VMs to suitable physical machines (PMs) in a cloud data center, subject to the resource requirements
of applications and the physical constraints of the data center [5]. A VM placement approach should account for a range
of diverse resources such as CPU, memory, bandwidth, and storage, as well as dynamic workloads and inter-service
relationships [6]. Conventional VM placement strategies, such as First Fit, Best Fit, and Round Robin, tend to be
based on simple rules and do not take into account the dynamic resource requirements of the VMs [7]. As a consequence,
they often suffer from resource fragmentation, resource hot-spots, resource underutilization, and poor energy efficiency,
which reduce the cloud’s overall performance [8]. Fairness in resource utilization across multiple physical hosts is a key
challenge in today’s cloud environments. Imbalanced resource distribution can lead to overloaded hosts with resource
bottlenecks and underutilized hosts [9]. This can degrade the performance of applications in terms of response time,
throughput, and resilience. Furthermore, imbalanced resource distribution can lead to increased requests for live VM
migration and reconfiguration, which creates extra overhead and complexity [10]. Hence, resource-aware adaptive
placement algorithms are required to keep track of host status and update the VM placement in response to workload
variations and system state [11].

Recent advances in VM placement have increasingly adopted metaheuristic and machine learning-based optimization
techniques. Multi-Objective Ant Colony Optimization (ACO) algorithms have demonstrated superior placement qual-
ity by simultaneously optimizing resource utilization, energy consumption, communication cost, and SLA compliance.
Likewise, Deep Reinforcement Learning (DRL) approaches such as Deep Q-Networks (DQN) enable adaptive placement
decisions through continuous interaction with cloud environments and workload dynamics. These methods have shown
promising performance improvements in large-scale cloud infrastructures; however, they often require significant com-
putational overhead, extensive training time, and parameter tuning. Therefore, there remains a need for lightweight
adaptive placement frameworks capable of achieving competitive performance while maintaining lower implementation
complexity and runtime overhead. This motivates the development of the proposed ARAVMP framework.

Besides resource usage, service placement is also a key factor that affects the efficiency and responsiveness of cloud-
based applications. A large number of cloud applications are based on distributed microservices or service components
with tight interdependencies that communicate with each other [12]. Failing to consider network communication and
service dependency when placing these services can lead to high network latency, bandwidth overhead, and poor user
experience. Therefore, service-aware placement approaches should consider workload affinity, communication cost, and
proximity constraints when determining the best host for service placement [13]. Combining service placement aware-
ness with conventional resource allocation approaches can improve application performance and resource efficiency.
Load balancing is another key consideration in the effectiveness of VM placement in cloud computing. By distributing
the workload uniformly among hosts, none of the hosts become overloaded, while the throughput of the data center
is enhanced [14]. Proper load balancing not only reduces response time and enhances resource availability but also
helps to reduce energy costs by facilitating server consolidation and reducing idle energy. Efficient load balancing in
large-scale and dynamic cloud environments is, however, difficult to achieve due to dynamic workload characteristics,
diverse host characteristics, and SLAs [15]. As a result, new placement models need to adopt dynamic and autonomous
decision-making to maintain balance in the cloud environment.

To address these issues, this study introduces a resource-aware adaptive virtual machine placement framework that
considers and combines key parameters, including resource utilization, service placement, resource distribution, and
load balancing, to enhance the performance and cost effectiveness of the cloud system [16, 17]. Figure 1 shows
the architecture of the proposed virtual machine placement model in a cloud computing environment, where virtual
machine and service requests and resource information are fed to the adaptive resource-aware virtual machine placement
engine. The model assesses critical parameters such as resource utilization, service placement, resource distribution,
and load balancing through a centralized decision-making engine to identify the optimal physical host for VM placement
[18, 19]. The feedback mechanism tracks the status of the infrastructure and dynamically adapts placement decisions
to achieve optimal resource utilization, workload balancing, SLA-driven performance, and cost-effectiveness. The
proposed framework takes a dynamic approach to host and workload assessment for virtual machine placement in
real time, rather than traditional static or heuristic methods [20]. The proposed framework seeks to optimize these
parameters simultaneously to optimize data center resource utilization and minimize SLA violations and operational
costs while improving the quality of service.

Virtual machine placement is a key problem in cloud computing environments because of the dynamic and diverse
nature of workloads, varying user requests, and finite physical resources. Conventional VM placement algorithms
like First Fit, Best Fit, and fixed threshold-based allocation policies do not consider dynamic variations in resource
requests and data center conditions [21, 22]. This often results in imbalanced resource allocation, server over- and
under-provisioning, and higher resource bottlenecks in cloud data centers.
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Figure 1: Basic architecture of the proposed adaptive resource-aware virtual machine placement framework.

Another key weakness of current placement algorithms is their failure to holistically address multiple optimization
factors, such as resource utilization, service dependency, resource balancing, and load balancing, when placing VMs
[23]. Traditional techniques typically consider only one or two of these factors, which may lead to improving one
metric at the expense of others. This trade-off often leads to violations of SLA, increased response time, higher
energy consumption, and higher cost for cloud service providers [7]. Thus, an integrated and adaptive VM placement
framework is required that can intelligently make placement decisions based on the dynamic analysis of multiple
resource-aware metrics. This framework should balance workload across physical hosts, enhance resource utilization,
reduce placement cost, enhance cost benefit, and ensure the quality of service in cloud environments [24, 25].

The main goal of this study is to design an adaptive resource-aware virtual machine placement strategy for cloud
computing systems that improves the performance and cost-effectiveness of the system by intelligently placing VMs
[26—29]. To accomplish this objective, the research concentrates on the study of key infrastructure and workload
attributes during the virtual machine placement process. The research aims [6]:

e To study resource demands of physical hosts in cloud data centers to improve resource allocation of CPU, memory,
storage, and network bandwidth.

e To assess service placement criteria based on service dependencies, communication cost, and data locality when
deploying VMs.

e To effectively allocate resources among hosts to prevent resource wastage and achieve balanced resource distri-
bution.

e To ensure proper load balancing to avoid service overloading and to achieve balanced system workloads.
e To develop a dynamic decision-making framework to choose the best possible host for VM placement.
e To enhance cloud performance indicators such as throughput, response time, and SLA adherence.

e To reduce operational and infrastructure costs by consolidating resources and making optimal placements.
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2. Related Work

Virtual machine placement has been widely investigated as an important optimization problem in cloud computing
environments due to its effects on resource efficiency, energy efficiency, and service performance [30]. Traditional
resource allocation approaches mainly considered static resource allocation and heuristic-based methods in which
virtual machines were placed on physical machines according to a set of predefined rules without regard to workload
dynamics [3, 4]. Despite simplifying system implementation, these ad hoc methods were not able to effectively adapt
to the dynamic cloud workload behavior, which resulted in poor resource allocation and low infrastructure efficiency.
Heuristic-based VM placement strategies such as First Fit, Best Fit, and Round Robin are still widely deployed because
of their simplicity and low computational complexity [31, 32]. However, these approaches typically take into account
only simple resource constraints and overlook important optimization criteria such as host affinity, service dependency,
communication cost, and variations in workload demand [5, 6]. As a result, heuristic-based methods may lead to
the formation of hotspots, resource wastage, and load imbalance across cloud data centers. Recently, researchers
have suggested metaheuristic optimization methods for VM placement to address the shortcomings of basic heuristics
[3]. Genetic Algorithms, Ant Colony Optimization, and Particle Swarm Optimization algorithms have been shown to
achieve better placement efficiency by searching a larger search space and considering multiple objectives [11]. These
techniques have been shown to improve the quality of placement, but at the expense of higher computational costs,
which may be unsuitable for large-scale real-time cloud environments in which VM placement decisions must be made
quickly [3].

Energy-efficient VM consolidation and migration techniques have also been explored to reduce energy consumption
in cloud data centers. Beloglazov et al. developed adaptive dynamic consolidation algorithms to move VMs from
underutilized hosts and turn off idle servers [3, 9]. Likewise, pMapper proposed energy-efficient application placement
by considering the cost of migration and the power profiles of hosts [4]. While energy-efficient solutions enhance
sustainability, they often trade off server power consumption for workload balance and service performance, thus
restricting their use in performance-critical cloud workloads. Recent studies have stressed the significance of predictive
and dynamic placement with machine learning and utilization predictions [7]. Few have considered resource utilization,
service placement, resource distribution, and load balancing in an integrated adaptive approach [5]. This motivates
the current research to devise an integrated adaptive resource-aware VM placement framework that simultaneously
considers multiple infrastructural and workload parameters to provide real-time cloud system performance and cost
optimization. Table 1 summarizes representative VM placement strategies, their techniques, focus, and limitations.

Table 1: Literature review matrix for VM placement strategies.

Author /
Method

Technique Used

Key Focus

Limitations

Beloglazov et al.
Verma et al.
(pMapper)
Masdari et al.

Xu and Yu

Farahnakian et al.

Bobroff et al.

Beloglazov and
Buyya

Wood et al.

Gao et al.
Villamizar et al.
Ghobaei-Arani et
al.

Garg et al.

Jin et al.

Energy-Aware Heuristic Allocation
Power and Migration Cost Aware
Placement

Survey of VM Placement Schemes
Dynamic VM Placement Survey

Utilization Prediction Model

SLA-Aware Dynamic Placement
Dynamic VM Consolidation

VM Migration Strategies
Ant Colony Optimization
Microservice Deployment Analysis
Resource Management Framework
Environment-Conscious Scheduling

Adaptive Memory Compression
Migration

Dynamic resource allocation and
energy efficiency

Minimizing energy and migration
overhead

Classification of VM placement
techniques

Analysis of dynamic placement
approaches

Predictive VM consolidation
SLA violation reduction

Energy and performance
optimization

Efficient live migration
Multi-objective VM placement
Service-aware cloud deployment
Fog/Cloud resource optimization

Load balancing and energy reduction

Migration performance improvement

Limited focus on service placement
and communication cost

High complexity for large-scale
environments

No implementation of adaptive
placement model

Primarily review-based, lacks
optimization framework

Requires historical data and training
overhead

Limited load balancing consideration

Ignores service dependency factors

Focused only on migration, not
placement optimization
Computationally expensive for
real-time systems

Not specifically for VM placement
optimization

Limited cloud-specific VM
placement focus

Primarily scheduling-focused, not
placement-centric

Does not address placement
decision-making
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3. Methods

This paper presents an Adaptive Resource-Aware Virtual Machine Placement (ARAVMP) framework for managing
virtual machine (VM) placements in cloud computing environments by considering multiple placement parameters
such as resource usage, service placement, resource allocation, and load balancing. The proposed methodology differs
from conventional static placement approaches and single-objective placement policies in that it dynamically observes
the state of the cloud computing infrastructure and makes adaptive placement decisions to assign new virtual ma-
chines to the appropriate physical host. It aims to simultaneously improve resource utilization and reduce cost, SLA
violations, and workload imbalance. The entire framework is comprised of four key modules: Resource Monitoring
Module, Parameter Analysis Module, Adaptive Placement Engine, and Feedback Optimization Module. The Resource
Monitoring Module gathers dynamic data from all physical hosts, such as CPU load, memory load, storage load, and
network bandwidth. The collected information is sent to the Parameter Analysis Module, where system status is
assessed based on specified threshold values and performance metrics. This ensures that overloaded, underloaded, and
fragmented hosts are detected prior to performing placement decisions. The Adaptive Placement Engine allocates
VMs intelligently by computing a placement score for each host, using a weighted analysis of the chosen performance
metrics. The scoring model is formulated in Equations (1) to (5):

CPUavail MEMavail STOavail BWavail
_ CPUtotal MEMtotal STOtotal BWtotal

Ui 2
R ; 2)
SP; = a(DependencyScore;) + B(Af finityScore;) + v(1 — NormalizedCommunicationCost;) (3)

RD; =1 — CV (ResourceUtilization AcrossHosts) (4)

|HostLoad; — AverageLoad|
MazximumZLoad

LB; =1 (5)
where P.S; is the placement score of host i, RU; is the resource utilization score, SP; is the service placement suitability
score, RD; is the resource distribution score (where C'V denotes the coefficient of variation of host resource utilization),
LB; is the load balancing index, and w1, ws, w3, ws are the weight coeflicients assigned to each parameter.

The VM is placed on the host with the highest placement score. This scoring model with multiple parameters allows
balanced and optimal placement decisions to be made by considering both the infrastructure and the application
requirements. The Resource Utilization Parameter ensures that the placement of VMs is done on hosts that have
enough CPU, memory, storage, and bandwidth resources, and are neither overcommitted nor underutilized. The
Service Placement Parameter takes into account application affinity, inter-service communication, and service locality
to minimize network latency and communication cost between interdependent services. The Resource Distribution
Parameter enhances fairness in resource consumption among hosts to reduce fragmentation and increase the long-
term resource efficiency of the cloud. The Load Balancing Parameter assesses the workload of hosts to avoid hotspot
formation and ensure equal workload distribution in the cloud. A Feedback Optimization Module ensures ongoing
runtime monitoring and reconfiguration. Once the VMs are deployed, the framework monitors host and system metrics.
When overloading or SLA breach risks are detected, the framework invokes adaptive re-evaluation and performs VM
reallocation or migration to ensure optimal conditions. This adaptive feedback mechanism improves the framework’s
responsiveness to dynamic workload fluctuations and its long-term performance. The methodology is implemented and
evaluated in a cloud simulation tool such as CloudSim/iFogSim and benchmarked against traditional VM placement
strategies such as First Fit, Best Fit, and Round Robin. Performance measures include resource utilization, response
time, SLA violation, load balancing, and cost. By applying this approach, the proposed ARAVMP approach offers a
scalable, adaptive, and cost-effective solution for managing future cloud resources. The overall procedure is summarized
in Algorithm 1, and the corresponding workflow is depicted in Figure 2.

The proposed optimization model formulates the Virtual Machine Placement (VMP) problem as a multi-objective
optimization problem that aims to maximize resource utilization and load balancing while minimizing placement cost
and SLA violations. Let the binary decision variable be defined as in Equation (6):

1, if VM j is placed on host ¢
Tij = (6)

0, otherwise
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Figure 2: Flowchart of the proposed adaptive resource-aware virtual machine placement methodology.

Algorithm 1 Adaptive Resource-Aware VM Placement (ARAVMP)

1: Input: H = set of physical hosts, V' = set of incoming VM requests, T = resource threshold limits, W =
{w1, we, w3, ws} weight coefficients

2: Output: Optimized VM-to-host placement map
3: Initialize Resource Monitoring Module

4: for each host H; € H do

5: Collect CPU“MEM“STO“BWZ

6: end for

7: for each VM request V; € V do

8: CandidateHosts < ()

9: for each host H; € H do

10: if Available Resources(H;) > Demand(V}) then
11: Compute RU; using Equation (2)

12: Compute SP; using Equation (3)

13: Compute RD; using Equation (4)

14: Compute LB; using Equation (5)

15: Compute PS; using Equation (1)

16: Add (H;, PS;) to CandidateHosts

17: end if

18: end for

19: Select host Hp.s; with maximum placement score
20: Allocate VM Vj to Hyest

21: Update resource availability of Hpegt

22: end for

23: Monitor all hosts continuously
24: for each host H; € H do
25: if Overload(H;) > Threshold or SLA violation detected then

26: Trigger VM migration/reallocation
27: end if
28: end for

29: return final placement map
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where ¢ = 1,2,3,...,m represents physical hosts and j = 1,2,3,...,n represents virtual machines. The overall
optimization objective is given in Equation (7):

max Z = O‘Z Z RU;jxi; + 3 Z Z SPzij 4+ Z Z RDjjxij + 6 Z Z LBjjxi; — A Z Z Cijziy  (7)
i=1 j=1 i=1 j=1 i=1 j=1 i=1 j=1 i=1 j=1

where RU;; is the resource utilization score, SFP;; is the service placement suitability score, RD;; is the resource
distribution metric, LB;; is the load balancing metric, C;; is the placement/operational cost, and «, 3,v,d, A are
weight coefficients. The model is subject to the constraints in Equations (8) to (14). Each VM must be placed on
exactly one host, as expressed in Equation (8):

inj =1V (8)
i=1

n

> CPU;xzi; < CPUM™™ Vi (9)
j=1
> MEM;z;; < MEM" Vi (10)
j=1
> STO;xi; < STOP™™ Vi (11)
j=1
> BWjxi; < BW™™ Vi (12)
j=1
LOCLdi § Loadthmshald Vi (13)
zij € {0,1} (14)

This optimization model ensures that each VM is assigned to one and only one host through the unique placement
constraint in Equation (8); host resource capacities are never exceeded through the CPU, memory, storage, and
bandwidth capacity constraints in Equations (9) to (12); placement decisions maximize utilization and balanced
distribution through the objective in Equation (7); operational and placement costs are minimized through the cost
term of the objective in Equation (7); and host overload and SLA violations are prevented through the load constraint
in Equation (13), with the binary domain defined in Equation (14).

For clarity and reproducibility, all decision variables, parameters, and constraints are explicitly defined. The optimiza-
tion model ensures that each virtual machine is allocated to exactly one host while satisfying CPU, memory, storage,
and bandwidth constraints. The objective simultaneously maximizes resource efficiency, service placement suitability,
resource distribution fairness, and load balancing while minimizing operational cost, as summarized in Equations (15)
and (16):

Maximize: ResourceUtilization + Service Placement + Distribution + LoadBalance (15)

Minimize: PlacementCost + SLAViolations + HostOverload (16)

The Resource Distribution Index (RDI) is defined in Equation (17):

o(U)
w(U)

where U represents host utilization values, o(U) is the standard deviation of utilization, and p(U) is the mean
utilization. A higher RDI indicates a more balanced resource distribution across hosts.

RDI=1-

(17)
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Figure 2 shows the working flow of the proposed framework, depicting how the VM and service requests and host
resource details are constantly monitored and evaluated in the resource utilization, service placement, resource dis-
tribution, and load balancing modules. Using these assessed parameters, the adaptive placement engine calculates a
placement score for the hosts, prioritizes them, and assigns the best-suited host for virtual machine placement. After
placement, the feedback and optimization module continuously feeds back the system performance and initiates re-
allocation or migration when an overloaded, unbalanced, or SLA-violating condition occurs, thus achieving adaptive
optimization, resource conservation, workload balancing, and cost-effective cloud management.

3.1. Service Dependency and Communication Modeling

To differentiate the proposed ARAVMP framework from conventional resource-centric placement approaches, a service-
aware placement mechanism was incorporated into the CloudSim simulation environment. Since the standard CloudSim
framework primarily focuses on virtual machine provisioning and resource allocation and does not natively support ser-
vice dependency relationships, communication affinity, or inter-service communication modeling, an extension module
was developed to represent application-level service interactions and communication patterns.

3.1.1 Service Dependency Representation

Modern cloud applications are increasingly composed of multiple interconnected microservices that collaboratively
deliver application functionality. In such environments, the performance of one service may depend on the execution
and communication efficiency of other services. To model these relationships, each application was represented as a
Directed Service Dependency Graph (DSDG), G = (S, E), where S = {s1, s2, ..., S, } represents the set of application
services and F = {e;;} represents directed communication links between services. The term e;; indicates that service
s; communicates with service s;. Each service was mapped to a virtual machine instance, while the dependency edges
represented runtime communication requirements among the deployed services. In this structure, service s; acts as
a front-end service, while downstream services provide processing, database access, and business logic functions, for
example, s1 — so — s4 and s — S3 —> S5.

3.1.2 Communication Cost Modeling

Communication between distributed services introduces latency and network overhead that can significantly affect
application performance. To quantify this impact, communication cost was modeled as in Equation (18):

CommCostij = -Dij X Lij (].8)

where CommClost;; is the communication cost between services s; and s;, D;; is the data transfer volume (MB),
and L;; is the network latency (ms). The total communication cost associated with a candidate host placement is
calculated as in Equation (19):

TotalCommCost = Z Z CommCost;; (19)

i=1 j=1

A lower communication cost indicates that highly interactive services are located closer together within the infrastruc-
ture, thereby reducing network delays and improving application responsiveness. To normalize communication cost
for placement scoring, Equation (20) is used:

NCC, = CommCost; — CommCostyn, (20)

CommCostee — CommCostin

where NCC; denotes the normalized communication cost of host 7.

3.1.3 Service Affinity Modeling

Service affinity reflects the degree of interaction between two services. Services that frequently exchange messages,
share data, or participate in the same workflow benefit from co-location on nearby hosts. An affinity matrix A was
defined as:
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as1 az cc Gy
A= . . . (21)

apl  Ap2 crr Qpn

where 0 < a;; < 1. The affinity values were assigned according to communication frequency, as shown in Table 2.
For highly coupled services such as application servers and database servers, affinity values between 0.8 and 1.0 were
assigned. Services with limited interaction were assigned values below 0.4. The affinity score for host ¢ is computed
as in Equation (22):

s
Af finityScore; = % (22)

where m is the number of interacting services.

Table 2: Affinity value ranges and corresponding interaction levels.

Affinity Value Interaction Level

0.8 -1.0 Very High Interaction
0.6 - 0.8 High Interaction
0.4 -0.6 Moderate Interaction
02-04 Low Interaction
0.0 -0.2 Very Low Interaction

3.1.4 Synthetic Workload and Dependency Generation

Because publicly available cloud traces rarely contain detailed microservice dependency information, synthetic service
communication graphs were generated following methodologies commonly used in microservice-placement and network-
aware VM placement studies. The simulation environment contained 200 virtual machines and 50 physical hosts, with
service dependency graphs consisting of 5 to 20 services per application. Communication frequencies ranged from 10
to 100 interactions per second, data transfer sizes between 1 MB and 50 MB, and network latency values between 1
ms and 20 ms. Dependency graphs were randomly generated using a scale-free topology to emulate realistic cloud-
native application structures. The same dependency graphs, affinity matrices, and communication traces were used
across all evaluated algorithms (ARAVMP, Round Robin, First Fit, Best Fit, ACO, and DQN) to ensure fairness and
reproducibility.

3.1.5 Service Placement Suitability Score

The service placement component combines dependency awareness, communication efficiency, and service affinity into
a unified metric, as defined in Equation (23):

SP, = aDS; + BAF, + 7(1 — NCC) (23)

subject to a + 8 + v = 1, where SP; is the service placement suitability score of host i, DS; is the dependency
satisfaction score, AF; is the affinity score, and NCC} is the normalized communication cost. In this study, values of
a = 0.40, 8 = 0.35, and v = 0.25 were empirically selected based on preliminary simulations. Hosts that maximize
S P; provide improved service locality, reduced communication overhead, and enhanced application performance. The
calculated service placement score is subsequently incorporated into the overall placement score defined in Equation (1)
to support adaptive VM placement decisions. This extension enables ARAVMP to evaluate both infrastructure-level
resource availability and application-level service relationships, thereby providing a more realistic and service-aware
cloud placement strategy.

Existing methods primarily focus on improving individual objectives such as resource utilization, energy efficiency,
load balancing, migration reduction, or SLA compliance. Although several multi-objective placement models have
been proposed in the literature, many of these approaches rely on computationally intensive optimization techniques
such as Genetic Algorithms (GA), Ant Colony Optimization (ACO), Particle Swarm Optimization (PSO), or Deep
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Reinforcement Learning (DRL), which often require iterative searches, population evolution, model training, or ex-
tensive parameter tuning. Such requirements may limit their applicability in large-scale cloud environments where
placement decisions must be made in real time. The proposed ARAVMP framework differs from existing approaches in
several important aspects. First, the framework simultaneously integrates four critical placement dimensions: resource
utilization, service placement awareness, resource distribution fairness, and load balancing, within a unified adaptive
decision-making model. While previous studies typically optimize one or two objectives independently, ARAVMP eval-
uates multiple infrastructure and application-level factors concurrently to make balanced placement decisions. Second,
unlike conventional resource-aware placement approaches that focus solely on host resource availability, the proposed
framework incorporates service dependency relationships, communication costs, and service affinity information during
VM allocation. This service-aware capability enables the placement engine to consider application-level communica-
tion requirements in addition to infrastructure-level resource constraints, thereby reducing communication overhead
and improving application responsiveness. Third, the proposed methodology adopts a lightweight adaptive scoring
mechanism rather than computationally expensive search-based optimization.

In contrast to evolutionary algorithms and reinforcement learning methods, which often require multiple iterations,
convergence procedures, or training phases, ARAVMP computes placement decisions directly using dynamically up-
dated infrastructure metrics and predefined evaluation functions. This significantly reduces computational overhead
while maintaining competitive placement quality.

Another distinguishing feature of the proposed framework is the integration of a continuous feedback optimization
module. After VM deployment, the framework continuously monitors host utilization, workload distribution, and SLA
conditions, and whenever overload situations or SLA violation risks are detected, the system automatically triggers
VM migration and resource reallocation procedures. This adaptive feedback mechanism enables the framework to
respond effectively to dynamic workload fluctuations and changing infrastructure conditions.

Furthermore, the proposed framework is designed with practical deployment considerations in mind. Unlike many
optimization-based solutions that require historical datasets, offline training, or extensive computational resources,
ARAVMP operates using real-time monitoring information readily available in cloud management systems. This
makes the framework more suitable for operational cloud environments where rapid placement decisions and low
management overhead are essential. The primary research contributions of this study are summarized as follows:

e A novel adaptive VM placement framework that integrates resource utilization, service placement awareness,
resource distribution fairness, and load balancing into a unified placement strategy.

e A service-aware placement model that incorporates service dependency graphs, communication costs, and affinity
relationships to improve application-level performance.

e A lightweight multi-criteria placement mechanism that avoids the computational complexity associated with
evolutionary and reinforcement learning-based optimization approaches.

e A feedback-driven optimization module capable of dynamically detecting overloaded hosts and triggering adaptive
migration and reallocation decisions.

e A comprehensive experimental evaluation using CloudSim under heterogeneous resource configurations and dy-
namic workload conditions, including comparisons with traditional heuristic methods and advanced optimization-
based baselines.

Overall, the novelty of the proposed ARAVMP framework lies not in the use of weighted multi-objective evaluation
alone, but in the integration of service-aware placement, adaptive feedback-driven optimization, balanced resource
distribution, and low-complexity real-time decision-making within a unified cloud resource management framework.
These characteristics enable the proposed approach to achieve an effective balance between placement quality, scala-
bility, operational cost, and computational efficiency in dynamic cloud computing environments.

4. Results and Discussion

To test the proposed ARAVMP model, experiments were performed using the CloudSim simulation toolkit, a popular
framework for modeling and simulation of cloud computing systems. CloudSim supports the modeling of large-scale
cloud data centers, virtualized computing resources, VM provisioning policies, and dynamic workload patterns that
can be used to evaluate the effectiveness of VM placement algorithms. The proposed approach is integrated into
the simulator and benchmarked against traditional VM placement algorithms such as First Fit (FF), Best Fit (BF),
and Round Robin (RR). The cloud environment is based on a data center with multiple physical hosts of different
processing power to simulate practical cloud environments.
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Hosts are allocated specific CPU processing capability, memory, storage, and network bandwidth. The baseline VM
placement algorithms were re-implemented in CloudSim 5.0 with the default placement policies described in previous
studies [3, 5, 6]: Round Robin (RR), First Fit (FF), and Best Fit (BF). The RR algorithm sequentially allocates VMs
to available hosts regardless of resources, while FF places a VM on the first host that meets resource requirements,
and the BF algorithm looks for the host with the lowest remaining resources after allocation to maximize resource
consolidation. All baseline methods were implemented with the same workloads, host setup, VM request patterns, and
simulation duration to give a fair comparison with the proposed ARAVMP framework. In addition, the experiments
were repeated several times with the same settings for the random workload generation, and the reported results are
the average of all simulation runs.

A mix of virtual machines with various resource requirements was created to simulate diverse cloud workloads. The
proposed framework’s robustness to dynamic workload variations was tested by changing the rate of VM requests and
resource demands in the simulation. The ARAVMP system continuously tracks the host resource status and uses
the proposed multi-parameter VM placement model for each VM allocation request. Weighting factors for resource
utilization, service placement, resource distribution, and load balancing were experimentally set to achieve a balance
between different optimization goals. In the simulation, the feedback optimization module dynamically responds to
host overload and SLA violations through VM migration and reallocation. The effectiveness of the proposed approach
is assessed through a range of metrics such as resource utilization, average response time, load balancing, SLA violation,
number of VM migrations, and overall operational cost.

These metrics reflect the quality of placement, the effectiveness of resource allocation, and the reliability of service
provision. Results are compared with baseline algorithms through multiple simulation runs to ensure statistical
significance.

The weighting coefficients of Equation (1) for resource utilization, service placement, resource distribution, and load
balancing were empirically determined from multiple preliminary simulation experiments. The final values were set to
wy = 0.35, we = 0.25, wz = 0.20, and w4 = 0.20, with a higher priority on resource utilization as it has a direct impact
on infrastructure efficiency and SLA compliance. A sensitivity analysis was also performed by changing each weight
coefficient within the range of 0.10 to 0.50, with the constraint that the sum of all coefficients equals 1. Experimental
results showed that the proposed ARAVMP framework was stable even in the case of moderate variations in the
weights, and resource utilization and SLA violation metrics varied by less than 5% between the various configurations.
However, extremely low w; values reduced placement efficiency, while extremely high w, values caused additional VM
migrations due to overly aggressive placements. Based on these observations, the selected weight combination yielded
the optimum balance between resource utilization, load balancing, operational cost, and SLA performance.

To obtain statistically reliable experimental results, each simulation scenario was run 30 times with different random
workload seeds in the CloudSim environment. The reported performance values are the average performance across all
runs. For each metric, the repeated runs were used to assess variability. Standard deviations are reported for resource
utilization, response time, and SLA violation rate in Tables 8 to 10, and standard deviations together with 95%
confidence intervals are reported for the load balancing index, VM migrations, and operational cost in Table 11. The
statistical significance test was performed using One-way Analysis of Variance (ANOVA) and Tukey’s post-hoc test at
the 0.05 significance level between the proposed ARAVMP framework and the baseline approaches (RR, FF, and BF).
The analysis showed that the gains of the proposed framework were statistically significant for the performance metrics
evaluated, as reported in Table 5. The repeated runs yielded relatively small standard deviation values, which showed
the proposed adaptive VM placement strategy to be stable and consistent in the dynamic workload environment. The
total operational cost is modeled using Equations (24) to (27):

Costiotal = CoStenergy + Costatiocation + COStmigration (24)
Costenergy = Z (Pidte + (Prmaz — Piale) x Utilization;) (25)
Costaitocation = Nalioc X Calloc (26)
Costmigration = Nmig X Crmig (27)

where P and Pp,,, denote idle and peak host power consumption, N is the number of VM allocations, N4 is the
number of VM migrations, and Cyj1oc and C)y,;4 represent fixed allocation and migration costs. The CloudSim-based
simulation setup and parameter settings are summarized in Table 3.
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Table 3: CloudSim-based simulation setup and parameter settings.

Parameter Value
Simulation Tool CloudSim 5.0
Number of Data Centers 1

Number of Physical Hosts 50

Number of Virtual Machines 200

VM Arrival Pattern Dynamic / Random
Host CPU Capacity 8-32 Cores
Host Memory 16-128 GB
Host Storage 500—-2000 GB
Network Bandwidth 1-10 Gbps
VM CPU Demand 1-8 Cores
VM Memory Demand 1-16 GB

VM Storage Demand 20-200 GB

Baseline Algorithms
Evaluation Metrics
Simulation Duration

First Fit, Best Fit, Round Robin
Utilization, SLA, Cost, Response Time, Load Balance
24 Hours Equivalent

The research compared the ARAVMP approach with three traditional VM placement algorithms, First Fit (FF), Best
Fit (BF), and Round Robin (RR), under the same simulation parameters in the CloudSim simulator. The performance
was evaluated using key cloud optimization criteria: resource utilization, response time, load balancing, SLA violation,
number of VM migrations, and cost. The simulation results show that the proposed ARAVMP framework performs
better across all parameters than other conventional methods, based on a multi-criteria adaptive placement policy. The
resource utilization results show that ARAVMP delivers much better resource usage compared with existing approaches
due to its host selection using real-time resource usage and awareness of resource distribution. The proposed method
increased average resource utilization to 88.4%, compared to 72.6%, 78.9%, and 81.3% for RR, FF, and BF, respectively
(see Table 4). This shows that dynamic multi-parameter service placement reduces resource wastage and improves
server consolidation. In terms of service quality, the proposed framework significantly improved average response time
and SLA violations. Since ARAVMP considers service placement suitability and load balancing during VM placement,
it alleviates hotspot and communication problems. The average response time was 118 ms, and the SLA violation rate
was 3.2% with the proposed model, better than the other baselines. Table 4 shows the mean values of the different
metrics evaluated for the different VM allocation techniques compared.

Table 4: Comparative performance analysis of VM placement algorithms.

Metric RR FF BF ACO DQN ARAVMP
Resource Utilization (%)  72.6 78.9 81.3 86.1 87.5 88.4
Avg. Response Time (ms) 182 156 139 126 121 118
SLA Violation (%) 9.8 71 56 40 35 3.2
Load Balancing Index 0.68 0.74 0.81 0.89 0.91 0.93
VM Migrations 41 34 29 22 20 18
Operational Cost ($/hr) 14.8 132 12,5 115 11.1 10.9
Algorithm Runtime (s) 32 38 41 17.6 24.8 5.4

To provide a more rigorous evaluation, the proposed ARAVMP framework was additionally compared against two
advanced VM placement approaches: Multi-Objective Ant Colony Optimization (ACO) and Deep Reinforcement
Learning-based Deep Q-Network (DQN) placement. The ACO implementation followed the pheromone-based opti-
mization strategy proposed in recent cloud placement studies, while the DQN model was trained using cloud-state
observations, including CPU utilization, memory utilization, network bandwidth consumption, and host load condi-
tions. Experimental results indicate that both ACO and DQN outperform traditional heuristic approaches such as
Round Robin, First Fit, and Best Fit. However, ARAVMP achieved comparable or slightly superior performance in
most evaluation metrics while requiring substantially lower computational overhead. The DQN approach achieved
strong adaptive behavior but required extensive training and state-space exploration before convergence. Similarly,
the ACO approach demonstrated effective multi-objective optimization but incurred higher execution times due to
iterative pheromone updates and solution generation. In contrast, ARAVMP achieved 88.4% resource utilization, a
3.2% SLA violation rate, and the lowest operational cost of $10.9/hr while maintaining significantly lower decision-
making complexity. These results suggest that ARAVMP provides a practical trade-off between optimization quality
and computational efficiency for real-time cloud resource management.
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Improved load balancing was achieved through workload distribution. The proposed approach had the highest load
balancing index of 0.93, demonstrating a more balanced workload across physical hosts. In addition, the adaptive
feedback optimization method decreased the number of unnecessary VM migrations by finding optimal hosts for initial
placement, reducing migration cost and achieving a stable placement result. The cost analysis showed that ARAVMP
achieved better cost efficiency through the utilization of host resources and the minimization of wasted resources. The
proposed approach has the lowest anticipated operational cost compared to other methods, confirming the effectiveness
of its ability to enhance technical and economic efficiency in cloud computing.

Since all p-values are below 0.05, the null hypothesis is rejected, confirming statistically significant performance dif-
ferences among the compared VM placement strategies, as shown in Table 5. The proposed framework demonstrates
stable behavior across a broad range of weight configurations, as reported in Table 6. Performance variations remain
below 5% for moderate coefficient changes, indicating the robustness of the placement model. The results also demon-
strate that ARAVMP maintains stable performance under increasing infrastructure scale, indicating good scalability
characteristics for larger cloud deployments, as reported in Table 7.

Table 5: ANOVA statistical significance results.

Metric F-value df Between df Within p-value
Resource Utilization 48.72 ) 174 < 0.001
Response Time 61.38 5 174 < 0.001
SLA Violation 53.91 5 174 < 0.001
Load Balancing Index 44.57 5 174 < 0.001
VM Migrations 37.84 ) 174 < 0.001
Operational Cost 39.26 5 174 < 0.001

Table 6: Sensitivity analysis of weight coefficients.

wq wy w3z wy Resource Utilization (%) SLA Violation (%)

0.20 030 0.25 0.25 85.6 4.1
025 025 0.25 0.25 86.8 3.8
0.35 0.25 0.20 0.20 88.4 3.2
0.40 0.20 0.20 0.20 87.9 3.4
0.50 0.15 0.15 0.20 85.9 4.3

Table 7: Scalability evaluation.

Scenario Hosts VMs Resource Utilization (%) SLA Violation (%) Cost ($/hr)

Small 25 100 87.2 3.6 6.1
Medium 50 200 88.4 3.2 10.9
Large 100 500 87.8 3.5 26.4

The proposed framework had the lowest estimated cost among the compared approaches, confirming its potential to
enhance technical and cost efficiency in the cloud. Overall, the results validate that the proposed ARAVMP approach
is a balanced and scalable method of adaptive VM placement in dynamic cloud environments. To evaluate the
experimental results, CloudSim 5.0 was used with custom workload generation by implementing the Cloudlet and VM
request scheduling modules. To simulate realistic fluctuations in cloud traffic, the VM arrival process was generated
using a Poisson process with randomly varying CPU, memory, storage, and bandwidth requirements.

VM inter-arrival times and workload intensities were changed during simulation to represent low, medium, and high
load operating conditions. The SLA violation was quantified using resource utilization and degradation of VM per-
formance. Hosts were deemed overloaded if CPU utilization exceeded 85% or memory utilization exceeded 90% for a
continuous monitoring interval. To compute the SLA violation percentage, the ratio of VM execution requests that
were delayed or had limited resources to the total number of VM execution requests processed during simulation was
calculated. The operational cost model takes into account energy use, VM allocation overhead, and migration cost.
The total operational cost was calculated using a cumulative cost formulation with host energy cost, active server
maintenance cost, and VM migration penalty for adaptive reallocation. Host energy consumption was modeled as a
linear function of the host’s CPU utilization, similar to the CloudSim power-aware data center framework. To provide
a fair and reproducible performance comparison, all placement algorithms were tested with the same workload traces,
host configuration, SLA configuration, and monitoring interval.
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Figure 3 shows the resource utilization of the RR, FF, BF, ACO, DQN, and proposed ARAVMP algorithms. The
horizontal axis shows the evaluated VM placement algorithms, and the vertical axis shows the average resource
utilization (%), obtained from the CloudSim simulation, with error bars representing the standard deviation across
runs. A high value means that the infrastructure is better used. The proposed ARAVMP framework resulted in
maximum utilization (88.4%) compared to the existing placement strategies, which showed better host consolidation
and lower resource wastage. The corresponding mean and standard deviation values are reported in Table 8.
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Figure 3: Resource utilization comparison of VM placement algorithms, with standard deviation error bars.

Table 8: Resource utilization comparison with standard deviation.

Algorithm Mean (%) SD

RR 72.6 2.1
FF 78.9 1.8
BF 81.3 15
ACO 86.1 1.3
DQN 87.5 1.2
ARAVMP 88.4 1.2

Figure 4 illustrates the average response times of the different VM placement approaches. The horizontal axis shows
the evaluated VM placement algorithms, and the vertical axis represents the average response time in milliseconds
(ms), with error bars representing the standard deviation across runs. A lower response time indicates better service
responsiveness and better workload management. The proposed ARAVMP method has the lowest response time of 118
ms, compared with the RR, FF, BF, ACO, and DQN methods, due to effective load balancing and service placement
decisions. The corresponding mean and standard deviation values are reported in Table 9.

Table 9: Average response time with standard deviation.

Algorithm Mean (ms) SD

RR 182 8.4
FF 156 6.9
BF 139 5.8
ACO 126 4.8
DQN 121 4.5
ARAVMP 118 4.2

Figure 5 shows the SLA violation rate of the baseline VM placement strategies and the proposed ARAVMP framework.
The horizontal axis represents the different VM placement algorithms, whereas the vertical axis indicates the SLA
violation rate (%), with error bars representing the standard deviation across runs. Lower values indicate higher
compliance with service level agreements and less host overload. The proposed ARAVMP framework resulted in the
lowest SLA violation rate (3.2%), which shows its ability to ensure stable and reliable cloud service performance when
the workload is dynamic. The corresponding mean and standard deviation values are reported in Table 10.
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Figure 5: SLA violation rate comparison of VM placement algorithms, with standard deviation error bars.

Table 10: SLA violation rate with standard deviation.

Algorithm Mean (%) SD

RR 9.8 0.9
FF 7.1 0.7
BF 5.6 0.5
ACO 4.0 0.4
DQN 35 0.3
ARAVMP 3.2 0.3

242



Each simulation scenario was executed 30 times using different workload seeds. Mean values, standard deviations, and
95% confidence intervals for the load balancing index, VM migrations, and operational cost are reported in Table 11,
computed using Equation (28):

SD
Clysy, = T+ 1.962— 28
95% m ( )

Table 11: Dispersion statistics for load balancing index, VM migrations, and operational cost.

Metric Mean SD 95% CI
Load Balancing Index 0.93 0.02 0.923-0.937
VM Migrations 18 1.50 17.46-18.54

Operational Cost ($/hr)  10.90 0.35 10.77-11.03

Table 12 presents the performance of the evaluated VM placement algorithms under low, medium, and high workload
conditions. As workload intensity increases, all algorithms experience a gradual decline in performance due to increased
resource contention and communication overhead. However, the proposed ARAVMP framework consistently maintains
higher resource utilization, lower response time, and fewer SLA violations compared to the baseline approaches across
all workload scenarios.

Table 12: Workload-level performance comparison under low, medium, and high load.

Load Level Algorithm Resource Utilization (%) Response Time (ms) SLA Violation (%)

Low ARAVMP 84.6 102 2.1
Medium ARAVMP 88.4 118 3.2
High ARAVMP 86.8 134 4.5
Low DQN 83.2 106 2.4
Medium DQN 87.5 121 3.5
High DQN 85.3 138 4.9
Low ACO 82.5 111 2.8
Medium ACO 86.1 126 4.0
High ACO 83.9 143 5.3

5. Conclusion

In this paper, we propose an Adaptive Resource-Aware Virtual Machine Placement (ARAVMP) framework to enhance
virtual machine (VM) placement in cloud computing. The approach considers several key factors of VM placement,
such as resource usage, service placement, resource provisioning, and load balancing, and integrates them into an
adaptive decision-making model to improve the efficiency and performance of a cloud computing infrastructure. The
proposed methodology, which optimizes multiple placement parameters, assesses real-time host and workload statuses
to make intelligent and balanced placement decisions.

The simulation results, using the CloudSim platform, show that the ARAVMP approach performs well compared to
traditional placement policies such as Round Robin, First Fit, and Best Fit. The results of the proposed solution show
better resource utilization, response time, SLA violation, load balancing, VM migration, and cost. The results confirm
the efficacy of the proposed multi-parameter optimization and adaptive approach for enhancing the technical and
economic performance in dynamic cloud environments. The proposed approach, while demonstrating good results,
can be extended in a number of ways. Some possible future extensions include the use of machine learning and
reinforcement learning to support workload-aware predictive scheduling and self-learning optimization. The framework
can also incorporate energy-aware and carbon-aware scheduling to achieve green computing goals. Furthermore, it
can be extended to support hybrid-cloud, multi-cloud, and edge-cloud deployment to meet the challenges of future
distributed computing paradigms.
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